
 

1 
 

 

 

Deliverable D3.2 

MSCA-ITN Training for Big Data in Financial Research and Risk Management 
“BigDataFinance” 

 
Grant Agreement: 675044 

 

This is Deliverable D3.2 of the Work Package 3 (WP3) in “Training for Big Data 
in Financial Research and Risk Management” (BigDataFinance) Innovative Training Network Marie 

Sklodowska-Curie project 2015-2019. 
 
 
 
Name of the deliverable 
 

A report on new model augmented with news data sources 

Description  

In this report I summarize two of my recent works. The first work examines to what extent can we benefit 

from incorporating overnight volatility of the futures market in prediction of daytime volatility of the stock 

market. The second work seeks to scrutinize impact of unusualness of news and homogeneity of media 

coverage on the stock market. 

Date, place  

18-06-2018, Aarhus, Denmark 

Name, position 

Ye Zeng, Marie Sklodowska Curie Fellow, Department of Economics and Business (Creates), 

Aarhus University  



 

2 
 

 

 



Report: �Beset With Cares At Nightfall: A

Comprehensive Analysis of Incorporating

Overnight Futures Data In Daytime Stock

Volatility Forecasting�*
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This paper carries out a comprehensive empirical analysis on the effect brought about by incorporating
overnight volatility of futures market in forecasting daytime volatility of stock market. We begin with some
auxiliary discussions about the relation between volatilities of futures and its underlying stock. In particular,
though theoretically volatilities of the two assets might not be identical, on the dataset comprising of the SPY
ETF and the E-mini S&P 500 index futures, empirical estimates of the two volatilities are found to have very
small difference on most of the days. Turning to the focus of this paper, we augment several prevalent bench-
mark models from the HAR family with overnight futures volatility, and observe that parameter estimates of
past daytime volatilities are heavily attenuated, while estimates of the overnight parameters are conspicuously
larger. In out-of-sample analysis, superior predictive ability stemming from incorporation of overnight futures
volatility is confirmed by reality check.



1. Introduction

“All day long the superior man is creatively active.

At nightfall his mind is still beset with cares”, taught

I Ching, one of the Confucius philosophy classics.

Faced with a vicissitudinous world, active man con-

stantly observes and processes information so as to

wisely employ means to achieve his end. Partici-

pants in the financial markets, in particular, must

keep a close eye on the incessantly changing informa-

tion flow, to better price assets, hedge risk and man-

age portfolios. However, for stock volatility forecast-

ing, an ordinary task which we shall consider, infor-

mation accumulating is often obstructed by limited

opening hours of the exchange. Although no consen-

sus has been reached on how overnight information

should be quantified and assimilated, for the US mar-

ket specifically, it turns out beneficial to incorporate

overnight1 volatility of futures market in forecasting

daytime volatility of stock market. The present pa-

per seeks to conduct comprehensive analysis on this

topic.

Important related literature includes Martens

(2002), Taylor (2007) and Chen et al. (2012). Through

GARCH equations Martens (2002) link conditional

volatilities of both the daytime and overnight periods

to realized volatilities, compare daytime volatility

forecast yielded by GARCH with ex-post daily realized

volatility, and conclude that the best measure of

stock market volatility is given by the sum of squared

intranight and intraday returns, i.e., realized volatility

of futures spanning a whole day. In the same light,

Taylor (2007) divides the S&P 500 market into three

temporally non-overlapped segments, assesses the

volatility with E-mini futures and regular S&P 500

futures, where the former is traded throughout the

day except for a few quarters and the latter only from

08:30 to 15:15 (Chicago local time; abbreviated CT

henceforth), and shows that overnight information

1In this paper, the term “overnight” means the interval between
two adjacent opening periods of stock market. For example, if
the stock of interest is the ETF SPY, which we consider in sec-
tion 3, then “overnight” refers not only to the period from 16:00
to 09:30 (New York local time, abbreviated NT henceforth) on
the next day during the week, but also to 16:00 of Friday to 09:30
of the next Monday. It might also refer to a period covering hol-
idays, if any. We do not take into account intra-week season-
ality or weekend and holiday effect as in Martens et al. (2009),
since our primary interest consists in how overnight informa-
tion could be reflected in volatility forecasting, and where falls
the overnight period on the time line is a minor problem.

flow has a significant impact on the conditional

volatility of S&P 500 securities transacted during the

day. Both Martens (2002) and Taylor (2007) consider

S&P 500 index futures. On the other hand, Chen

et al. (2012) resort to after-hours2 data of individual

stocks. They compute realized volatilities based on

after-hours high frequency stock returns to predict

volatility of the next day. Specifically, they consider

two simple extensions of GARCH. In the first exten-

sion, the whole after-hours realized volatility is added

to the GARCH equation. In the second extension, they

divide after-hours into post-close, “overnight”3 and

pre-open periods. For the post-close and pre-open

periods volatility is measured by realized volatility

calculated with sparsely sampled data, while for the

“overnight” period by squared return. The extension

is then obtained by augmenting GARCH equation

with the three volatility measures. Conducting analy-

sis on a set of thirty most active NASDAQ stocks, Chen

et al. (2012) find that the majority of the stocks exhibit

positive and significant pre-open coefficients and

that inclusion of the pre-open variance can mostly

improve out-of-sample forecastability of conditional

volatility of the next day. Moreover, they conclude

that the inclusions of the post-close variance and

“overnight” (in their sense) squared returns provide

predictive power to a lesser degree.

The present paper is more comprehensive than the

aforementioned literature and contribute along sev-

eral dimensions. First of all, in Martens (2002) the

terms “stock market volatility” and “futures market

volatility” are used interchangeably. Unlike Martens

(2002), we draw a clear dichotomy between volatil-

ity of stock and volatility of futures and analyse re-

lations between the two quantities. In particular we

show that the quadratic variations of the two assets

need not be identical in theory, but jumps variations

of the two are always indistinguishable. On the empir-

ical dataset consisting of the ETF SPY which tracks the

S&P 500 index and the E-mini S&P 500 index-futures

contract (henceforth ES) which is written on the same

2By “regular hours” Chen et al. (2012) to refer to the regular trading
period between 09:30 and 16:00 (New York local time; abbrevi-
ated NT henceforth) on a business day. The term “after-hours”,
therefore, refers to periods in between two adjacent regular trad-
ing periods.

3In Chen et al. (2012) the term “overnight” refers to the segment
between 18:00 to 08:00 (NT), and it should be distinguished from
what “overnight” means in the present paper.
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index, we make use of some well-established in-fill

asymptotic results to estimate and construct confi-

dence interval for difference in quadratic variations

of the two assets on a daily basis. The empirical re-

sults suggest that the difference is small on most of the

days but deviating from zero on the rest. We also uti-

lize the jump regression developed recently by Li et al.

(2017) to draw inference on jumps of the two assets.

The jump beta is found to be very close to unit em-

pirically. Apart from these, we also take some preva-

lent realized measures as primitives and make heuris-

tic comparison of them, including realized volatili-

ties, threshold bipower variations (Corsi et al. (2010))

and realized semivariances (Barndorff-Nielsen et al.

(2010)). We observe that realized measures of the two

assets are empirically very close. Turning to the fo-

cus of this paper, we select several models from the

HAR family as benchmarks, including the standard

HAR (Corsi (2009)), the HAR-CJ (Andersen et al. (2007)

and Corsi et al. (2010)) and the SHAR (Chen and Ghy-

sels (2010) and Patton and Sheppard (2015)), augment

each of them with overnight volatility of the futures

market and compare predictive ability of the mod-

els. Using a modified version of reality check raised by

White (2000), we confirm the superior predictive abil-

ity obtained through incorporating overnight futures

volatility. Finally, the above discussion is confined to

a single pair of SPY and ES. Generalization to arbitrary

stock is unfortunately infeasible, as single stock fu-

tures does not trade overnight. Yet we try to augment

the standard HAR model for each of 24 highly liquid

stocks with overnight volatility of ES and obtain par-

tially positive results. To be specific, we find that for

some stocks the square loss diminishes after incorpo-

rating overnight volatility of ES, while for some others

the QLIKE loss decreases.

The remainder is structured as follows. In section 2

we briefly review the core notions, mainly the volatil-

ity measures. In addition, we illustrate the forecasting

scheme and discuss about relation between volatili-

ties of a futures and its underlying stock. Section 3 re-

ports the empirical analysis and section 4 concludes.

All technicalities are elaborated in Appendix A.

Table 1: Summary of notations and abbreviations

Price processes

X Logarithmic price process of any asset of interest
S Logarithmic price process of a stock
F Logarithmic price process of a futures

Time

NT Abbreviation for New York local time
CT Abbreviation for Chicago local time
t (o) Opening time of stock exchange on trading day-t
t (c) Closing time of stock exchange on trading day-t

[t (o), t (c)] Daytime period on day-t
[t (c), (t +1)(o)] Overnight period between trading day-t and day-(t +1)

Quantities

RV (X )s,t Realized volatility of X over [s, t ]
T BV (X )s,t Threshold bipower variation (Corsi et al. (2010)) of X over [s, t ]

JV (X )s,t = max(RV (X )s,t −T BV (X )s,t ,0)
RS+(X )s,t Realized positive semivariance of X over [s, t ]
RS−(X )s,t Realized negative semivariance of X over [s, t ]

RM(X )s,t Realized measure (RV, TBV, JV, RS etc.)
RM(X )D

t = RM(X )D
t (o) ,t (c) ; Daytime realized measure on day-t

RM(X )N
t = RM(X )N

t (c) ,(t+1)(o) ; Overnight realized measure from day-t to day-(t +1)

RM(X )W
t = 1

5
∑4

i=0 RM(X )D
t−i ; Weekly average of daytime realized measures

RM(X )M
t = 1

22
∑21

i=0 RM(X )D
t−i ; Monthly average of daytime realized measures

r (S)N
t = (S(t+1)(o) −St (c) ); Overnight return from day-t to day-t +1

r (S)N ,09:35
t = (S(t+1)(o)+∆−St (c) ), with ∆= 1

288 meaning five minutes

2. The Framework

In this section we formalize the notions and frame-

work, mainly the volatility measures and the forecast

scheme. For the sake of readability, Table 1 summa-

rizes the notations that we shall in the sequel.

2.1. Volatility Measures

Throughout this paper we work on a filtered prob-

ability space (Ω,F , {Ft },P) satisfying the usual hy-

potheses, that is, it’s complete and right continuous.

We use X to denote the logarithmic price of some

given asset, which is either a stock or a futures written

on it. When we refer to the stock (resp. the futures)

specifically, we use S (resp. F ) to denote the logarith-

mic price instead. In the most general case we assume

that X is an Itò semimartingale4:

X t = X0 +
∫ t

0
bX ,s ds +

∫ t

0
σ>

X ,s dWs

+
∫ t

0

∫
R
δX (s, z)µ(ds,dz) (1)

Here bX and σX are, respectively, scalar and d-

dimensional predictable processes satisfying the

usual measurability and integrability conditions (e.g.,

locally bounded). W is a d-dimensional standard

Brownian motion. µ is a Poisson random measure

with compensator ν(ds,dz) = ds ⊗λ(dz), where λ is

a σ-finite measure on R. δX : (Ω,R+,R) → R is a pre-

4Equation (1) is in fact the Grigelionis representation of an Itò
semimartingale. See theorem 2.1.2 in Jacod and Protter (2012).
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dictable function such that
∫ t

0

∫
Rδ

2
X ∧δXν(ds,dz) <∞

for all t > 0. In the sequel, we also use X c and ∆X

to denote the continuous local martingale part and

jump part of the semimartingale X . In particular,

X c = ∫ t
0 σ

>
X ,s dWs and∆X = ∫

Rδ(t , z)µ({t },dz) if the dy-

namics of X is given by equation (1).

As mentioned equation (1) is the most general case,

and at times we shall work under more restrictive set-

ting which ensures desired asymptotic results. For in-

stance, to implement the jump regression by Li et al.

(2017) we impose the assumption ν([0, t ]×R) <∞ for

all t > 0, which means that X has finitely many jumps

on any compact interval. See subsection A.2 for de-

tails. In most cases we either explicitly state the addi-

tional assumptions, or we give pertinent reference.

The spot volatility process σX in (1) and the Brow-

nian motion W are purposefully defined to be multi-

dimensional rather than one-dimensional. The rea-

son will become manifest in subsection 2.3, where

we study the relation between quadratic variations of

stock and futures.

Of our main interest is quadratic variation, the

volatility measure popularized by Andersen and

Bollerslev (1998), Andersen et al. (2001a) and Ander-

sen et al. (2001b). The quadratic variation of X is de-

fined by

[X ]t :=
∫ t

0
||σX ,s ||2 ds + ∑

0<s≤t
(∆Xs )2 (2)

The two summands on the right hand side of equa-

tion (2) are often called diffusive variation and jump

variation respectively.

The three variations in equation (2) are in essence

latent and need be estimated. For quadratic variation

we recourse to its empirical counterpart, the realized

volatility. Assume the availability of an equidistant

grid of observations Xs+i∆n , i = 0,1, · · · ,n over the pe-

riod [s, t ], where ∆n is the time elapsed between two

adjacent observations and n =
⌊

t−s
∆n

⌋
. We denote by

r (X )s+i∆n := Xs+i∆n −Xs+(i−1)∆n the i -th intra-grid re-

turn. Realized volatility of X over the grid is defined

below and, as is well known, consistently estimate

[X ]t − [X ]s when ∆n tends to zero (See e.g., Chapter

VI.4, He et al. (1992))

RV (X )s,t :=
n∑

i=1
r (X )2

s+i∆n

p−→ [X ]t − [X ]s (3)

For the HAR model (Corsi (2009)) we only need re-

alized volatilities as input, whereas the extant litera-

ture suggest that HAR can be improved by decompos-

ing realized volatilies. In particular, the HAR-CJ model

(Andersen et al. (2007); Corsi et al. (2010)) we shall use

requires disentangling the diffusive and jump varia-

tions. To this end we employ the threshold bipower

variation (TBV) proposed by Corsi et al. (2010), which

derives from the bipower variation (Barndorff-Nielsen

and Shephard (2004)) and the threshold realized

volatility (Mancini (2004) and Mancini (2009)). Over

the same grid Xs+i∆n , i = 0,1, · · · ,n, the threshold

bipower variation is given by

T BV (X )s,t := π

2

n∑
i=2

|r (X )s+i∆n ||r (X )s+(i−1)∆n |

×1(|r (X )s+i∆n |2≤θs+i∆n )1(|r (X )s+(i−1)∆n |2≤θs+(i−1)∆n ) (4)

where 1A is an indicator function of a measurable

set A, and θs+i∆n := c2
θ

V̂s+i∆n is a sequence of (local)

thresholds, with cθ being a constant threshold scale

and V̂s+i∆n a sequence of local volatility estimates.

Threshold bipower variation serves as a weakly con-

sistent estimator for the diffusive variation, i.e.,

T BV (X )s,t
p−→

∫ t

s
||σX ,u ||2du,

whence the jump variation can be trivially esti-

mated by the difference between realized volatility

and threshold bipower variation. However, such esti-

mator is not guaranteed to be positive. In our empiri-

cal analysis we make use of the following modified es-

timator for jump variation, which is nonnegative and

consistent:

JV (X )s,t := max(RV (X )s,t −T BV (X )s,t ,0)
p−→ ∑

s<u≤t
(∆Xu)2 (5)

There is yet another ingredient of the HAR-CJ model,

the jump detection statistic. Whereas the statis-

tic can be built on the threshold bipower variation,

Corsi et al. (2010) assert that such statistic would be

problematic since returns exceeding the threshold are

completely annihilated, thereby inducing a negative

bias in finite sample. As a remedy, they propose to at-
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tenuate the bias by replacing the summand in (4) with

Z1(r (X )s+i∆n ,θs+i∆n )Z1(r (X )s+(i−1)∆n ,θs+(i−1)∆n ),

where, for any γ ∈R,

Zγ(x, y) :=


|x|, if x2 ≤ y

1
2n(−cθ)

p
π

(
2

c2
θ

y

)γ/2

Γ(γ+1
2 ,

c2
θ

2 ), if x2 > y

(6)

In other words, returns which would have been trun-

cated in the threshold bipower variation are replaced

with the expected values as if they were normally dis-

tributed. The resulting quantity, termed corrected

threshold bipower variation (CTBV), is given by

C T BV (S)s,t := π

2

n∑
i=2

Z (r (X )s+i∆n ,θs+i∆n )

Z (r (X )s+(i−1)∆n ,θs+(i−1)∆n )

A feasible jump detection statistic also demands

a consistent estimator for the integrated quarticity∫ t
s ||σu ||4du, which, according to Corsi et al. (2010),

can be consistently estimated by the corrected thresh-

old tripower variation:

C T T V (X )s,t :=µ−3
4
3
∆−1

n

×
n∑

i=3

3∏
j=1

Z 4
3

(r (X )s+(i− j+1)∆n ,θs+(i− j+1)∆n ))

where µ 4
3

:= E[|N |4/3] ≈ 0.8309 with N being a stan-

dard normal random variable and Z 4
3

(·, ·) is obtained

by setting γ= 4/3 in equation (6). The resulting jump

detection statistic, termed C-Tz statistic, is defined

below and converges stably in law to standard normal

random variable:

C -Tz(X )s,t =
(

t − s

n

)− 1
2

× (RV (X )s,t −C T BV (X )s,t ) ·RV (X )−1
s,t√(

π2

4 +π−5
)

max
{

1,
C T T V (X )s,t
C T BV (X )s,t

} Ls−→ N (0,1)

(7)

For a brief review of stable convergence in law we re-

fer to ?? of Appendix A. The exact usage of the for-

going statistics in building the HAR-CJ model will be

described when we get to the empirical analysis.

Alternatively, a refinement of the HAR model is

achieved by decomposing realized volatility into real-

ized semivariances, a notion introduced by Barndorff-

Nielsen et al. (2010) and is subsequently adopted by

Chen and Ghysels (2010) and Patton and Sheppard

(2015) in volatility forecasting. The resulting exten-

sion of HAR is termed SHAR. Realized semivariances

are devised to measure upside and downside risk re-

spectively. Over the same grid Xs+i∆n , i = 0,1, · · · ,n,

realized positive and negative semivariances are de-

fined as

RSV +(X )s,t =
n∑

i=1
r (X )2

s+i∆1(r (X )s+i∆>0)

RSV −(S)s,t =
n∑

i=1
r (X )2

s+i∆1(r (X )s+i∆<0)

(8)

Following Barndorff-Nielsen et al. (2010), we have the

convergences:

RSV +(X )s,t
p−→ 1

2

∫ t

s
||σX ,u ||2 du + ∑

s<u≤t
(∆Xu)21(∆Xu>0)

RSV −(X )s,t
p−→ 1

2

∫ t

s
||σX ,u ||2 du + ∑

s<u≤t
(∆Xu)21(∆Xu<0)

We see that the asymptotic limits of realized semivari-

ances differ only in the signed jump variations.

2.2. Forecasting Scheme

Before proceeding we illustrate the forecasting

scheme which motivates our work. A notable feature

of most stock exchanges is limited opening hours in a

day. In this case, a reduced form volatility forecast-

ing model typically utilizes data obtained only dur-

ing the trading period. Overnight information are

completely neglected. To illustrate, let t (o) and t (c)

denote respectively the opening and closing time of

the stock exchange on day t . We shall use RV (X )D
t

and RV (X )t (o),t (c) interchangeably to denote realized

volatility of an asset X over the opening hours of stock

exchange. Suppose that there is a stock whose loga-

rithmic price process is denoted by S, and our task is

to forecast RV (S)D
t before (t +1)(o), the opening time

of stock exchange on day-(t +1). The state-of-art HAR

4



model reads

RV (S)D
t+1 =β0 +βD RV (S)D

t +βW RV (S)W
t

+βM RV (S)M
t +εt+1 (9)

Evidently, it only employs data available before t (c),

and the information flow between t (c) and (t + 1)(o)

(the dashed segment in Figure 1) does not enter the

model.

This naturally poses the problem how the blank seg-

ment from t (c) to (t + 1)(o) could be filled. As men-

tioned in the introduction, some researchers choose

to scale daytime realized volatility RVt (o),t (c) by a con-

stant so as to obtain a volatility measure for the whole

day. Such approach can hardly render forecasting sig-

nificantly better5. Another popular method is to aug-

ment the model with squared close-to-open return of

S, i.e., r (S)N
t := (St+1(o) − St (c) )2. Since r (S)N

t is based

on information at only two instants, it is arguably too

noisy to yield significant improvement in forecasting.

The empirical results in section 3 show that incorpo-

rating the squared close-to-open return only brings

about marginal improvement.

The problem arises solely from limited opening

hours of stock exchange in day. But, in contrast to

stock transaction, some index-futures of the US mar-

ket are traded almost all day. It is therefore plau-

sible to augment a benchmark volatility forecasting

model with overnight volatility of the futures market

and scrutinize whether it renders forecast more ac-

curate. Figure 2 depicts our simple idea: we include

overnight volatility of the futures market for forecast-

ing daytime volatility of the stock. The present paper

is dedicated to analysis on the effect brought about by

incorporating overnight futures volatility. In the lit-

erature, volatilities of stock and futures are often im-

5If on each day the daytime realized measure is multiplied by the
same constant, apparently it has no impact on forecast gener-
ated by HAR. Such constant-scale adjustment is made, for in-
stance, in Banulescu-Radu et al. (2017), who argue that volatil-
ity during the opening hours accounts for about 75% of daily
volatility and thereby scale daytime realized measure by roughly
4
3 . Their argument is grounded on the empirical findings in
Hansen et al. (2012), who show that in the measurement equa-
tion of Realized GARCH, with close-to-close returns daytime re-
alized measure is estimated to be about 75% of daily conditional
volatility. It should be stressed that the constant, namely 75%,
is not obtained by comparing realized measures constructed
with intra-day and intra-night high-frequency returns respec-
tively. See section 5.3 in Hansen et al. (2012) and section 3.1 in
Banulescu-Radu et al. (2017).

plicitly regarded as identical, while we have drawn a

clear dichotomy between the two volatilities. The next

short subsection is devoted to the study on difference

between the two volatilities, which, to the best of our

knowledge, has received little attention in the litera-

ture.

2.3. Relation Between Volatilities of

Futures and Its Underlying Stock

This subsection is auxiliary, in the sense that it does

not serve directly the purpose of volatility forecasting

with overnight futures data. Nonetheless, it is of inde-

pendent interest to investigate the difference between

volatilities of futures and stock. Suppose the availabil-

ity of a futures contract written on the stock of our in-

terest, whose no-arbitrage logarithmic price and ma-

turity are denoted by F and T respectively. Also sup-

pose that there is a risk-free asset with short rate pro-

cess denoted by r . Assuming existence of the equiva-

lent local martingale measureQ6, it is known that (see

e.g., Schroder (1999)):

exp(Ft ) = EQ[exp(ST ) |Ft ], t ≤ T (10)

In general, equation (10) admits no closed-form so-

lution unless extra assumptions are imposed. The

short rate process plays a fundamental role here. We

discuss three cases below, where we always assume

t ≤ T , that is, we only consider the price processes be-

fore expiration of the futures contract.

1. Consider a toy model, in which r is deterministic

(not necessarily constant). It follows that

Ft = St +
∫ T

t
rs ds.

The integrated short rate process merely adds a

deterministic drift to the stock price. There are

several implications of the above equality:

a) At the “local” level, we have F c = Sc and

∆F = ∆S. In other words, not only the con-

tinuous local martingale parts but the jump

6This is equivalent to the “no free lunch with vanishing risk” con-
dition in Delbaen and Schachermayer (1994). Under theQmea-

sure, the discounted stock price process St exp
(∫ t

0 rs ds
)

is a lo-

cal martingale. Imposing additional conditions such as bound-
edness, the discounted stock price process becomes a martin-
gale.
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Figure 1: Forecasting scheme

t (o)

RV (S)D
t := RV (S)t (o),t (c)

t (c) (t +1)(o)

RV (S)D
t+1 := RV (S)(t+1)(o),(t+1)(c)

(t +1)(c)

Note: We are concerned with forecasting RV (S)(t+1)(o) ,(t+1)(c) given information prior to (t +1)(o).

Figure 2: Enhanced forecasting scheme

t (o)

RV (S)D
t := RV (S)t (o),t (c)

t (c) RV (F )N
t := RV (F )t (c),(t+1)(o) (t +1)(o)

RV (S)D
t+1 := RV (S)t+1(o),t+1(c)

(t +1)(c)

Note: We are concerned with forecasting RV (S)(t+1)(o) ,(t+1)(c) given information prior to (t +1)(o).

parts of the two assets are indistinguish-

able.

b) At the “global” level, we have
∫ t

0 ||σF,s ||2ds =∫ t
0 ||σS,s ||2ds and

∑
0<s≤t

(∆Fs )2 = ∑
0<s≤t

(∆Ss )2

for any t > 0. That is, diffusive variations

of the two assets are indistinguishable, and

the same applies to the jump variations.

In a nutshell, volatilities of the two assets are

identical when the short rate process is non-

random.

2. What if r is stochastic? We consider a parametric

setting, in which

St = S0 +
∫ t

0
bS,s ds +

∫ t

0
σS,s dW (1)

s

+
∫ t

0

∫
R
δS (s, z)µ(ds,dz) (11)

and r is a CIR process (Cox et al. (1985):

rt = r0 +
∫ t

0
κ(θ− rs )ds +

∫ t

0
v
p

rs dW (2)
s

where W (1) and W (2) are two one-dimensional

Wiener processes. To derive a closed-form solu-

tion to (10), we further assume that exp
(∫ T

0 rs ds
)

and exp
(∫ T

0 σS,s dW (1)
s

)
are independent condi-

tioning on Ft
7. Then the following equation

7Conditional independence of the two random variables requires
additional assumptions on the instantaneous volatility process
σS and the correlation between the driving Wiener processes
W (1) and W (2). If the dynamics of σS is assumed to be a func-
tion of the short rate, conditional independence might not hold.
It is outside the scope of this paper to formulate assumptions
that imply desired conditional independence. However, once

can be shown as in Ramaswamy and Sundaresan

(1985):

Ft = St +αt +βt rt

where α and β are continuously differentiable

deterministic functions. Applying Itò’s formula

to βt rt , we further have

Ft = (S0+β0r0)+
(
αt +

∫ t

0
(κβs (θ− rs )+β′

s rs )ds

)
+

(∫ t

0
σS,s dW (1)

s +
∫ t

0
vβs

p
rs dW (2)

s

)
+

∫ t

0

∫
R
δS (s, z)µ(ds,dz) (12)

where β′
s is the first order derivative of βs . We

now see why in equation (1) the driving Wiener

process W is assumed to be multi-dimensional.

Again, from the equality we know:

a) At the “local” level, the jump parts are still

indistinguishable, i.e., ∆F = ∆S, but the

continuous local martingale parts now dif-

fer. In particular,

F c
t =

∫ t

0
σS,s dW (1)

s +
∫ t

0
vβs

p
rs dW (2)

s

= Sc
t +

∫ t

0
vβs

p
rs dW (2)

s

The difference
∫ t

0 vβs
p

rs dW (2)
s is seen to be

conditional independence is taken for granted, the futures price

can be expressed as exp(Ft ) = StE[exp(
∫ T

0 rs ds) |Ft ], where the
conditional expectation could be evaluated, upon changing sign
of the short rate, in the same way as the price of a bond maturing
at time T with unit payment.
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induced by volatility of the short rate pro-

cess.

b) At the “global” level, therefore, the jump

variations are indistinguishable, i.e.,∑
0<s≤t (∆Fs )2 = ∑

0<s≤t (∆Ss )2, whereas the

diffusive variations and the quadratic vari-

ations might be different. For instance, if

we further assume independence between

W (1) and W (2), then

[F c ]t = [Sc ]t + v2
∫ t

0
β2

s rs ds

[F ]t = [F c ]t +
∑

0<s≤t
(∆Fs )2

= [S]t + v2
∫ t

0
β2

s rs ds

We see that stochastic r might engender a non-

negative difference v2
∫ t

0 β
2
s rs ds. In other words,

volatilities of the two assets are no longer assured

to be identical if the short rate process is random.

3. In the most general nonparametric setting,

corollary 3 of Schroder (1999) provides an alter-

native formula to (10):

Ft = St + log

(
EQ̃

[
exp

(∫ T

t
rs ds

)∣∣∣Ft

])
, (13)

where Q̃ is another equivalent local martingale

measure. The second summand in (13) is a con-

tinuous P-semimartingale. To see this, set Zt :=
EQ̃

[
exp

(∫ T
t rs ds

)∣∣∣Ft

]
and Vt := log(Zt ). Observe

that

Zt = exp

(
−

∫ t

0
rs ds

)
EQ̃

[
exp

(∫ T

0
rs ds

)∣∣∣Ft

]
The continuity of Zt follows from continuity of

exp
(−∫ t

0 rs ds
)
. By Itò’s formula, Vt is a contin-

uous Q̃-semimartingale, and by Girsanov-Meyer

theorem it is a continuous P-semimartingale as

well. Hence, we obtain the following properties:

a) At the “local” level, the jump parts are in-

distinguishable, that is, ∆F = ∆S, while the

continuous local martingale parts are dif-

ferent. In particular, F c
t = Sc

t +V c
t .

b) At the “global” level, the jump variations are

indistinguishable, that is,
∑

0<s≤t (∆Fs )2 =∑
0<s≤t (∆Ss )2, while diffusive variations and

quadratic variations might not be identical.

Indeed the quadratic covariation between

St and Vt plays a critical role here. The con-

tinuity of V implies that [S,V ]t = [Sc ,V c ]t .

We have

[F ]t − [S]t = [F c ]t − [Sc ]t = [S,V ]t + [V ]t

When, in particular, the quadratic covari-

ation [S,V ] is identically zero, the futures

price has higher quadratic variation as well

as diffusive variation than the stock price.

We have thus seen that in general, volatilities of fu-

tures and stock are different. More specifically, jump

parts and jump variations of the two assets are always

indistinguishable, while the total quadratic variations

could be different. In subsection 3.1 we provide aux-

iliary empirical analysis on volatilities of the two as-

sets. The results show that empirical difference be-

tween the volatilities is rather small and often negligi-

ble.

3. Empirical Analysis

For the empirical analysis we make use of three

groups of high-frequency price data:

1. Data of the ETF SPY;

2. Data of 28 highly liquid stocks;

3. Data of the Emini S&P 500 index-futures (ticker

symbol: ES).

For the first two groups, only data during the day-

time period from 09:30 (NT) to 16:00 (NT) on busi-

ness days are available, since the stock exchange is

closed at any other time. The ES contract, in con-

trast, trades from Sunday to Friday 17:00 – 16:00 (CT)

(resp. 18:00 – 17:00 (NT)) with a 15-minute halt from

15:15 to 15:30 (CT) (resp. 16:15 to 16:30 (NT)) and an

hour of daily maintenance period from 16:00 to 17:00

(CT) (resp. 17:00 to 18:00 (NT)). Therefore, overnight

volatility measures of the ES contract can be com-

puted prior to the commencement of stock transac-

tion on any weekday. It should be underlined that

the overnight volatility measures before the opening

of stock exchange on every Monday is computed with

data from Sunday 18:00 to Monday 09:30 (NT). Dur-

ing the period from Friday 16:00 to Sunday 18:00 (NT)

7



the ES contract is not traded either, so we don’t com-

pute its volatility measures during this period. For

all groups we collect all available data spanning from

29th January 2001 through 31st December 2013, cov-

ering 3226 stock trading days in total.

Our empirical analysis is divided into several parts:

1. As a complement of subsection 2.3, we first carry

out comparison between daytime volatility mea-

sures of SPY and ES. SPY is one of the most ac-

tively traded ETFs and tracks the S&P 500 index

with one unit valued at approximately one-tenth

of the value of S&P 500. On the other hand, the

notational value of one ES contract is 50 times

the value of the S&P 500 stock index. Hence upon

rescaling we may take ES to be a futures contract

written on SPY8. The comparison is made only

for daytime volatility measures since overnight

measures of SPY is of course unavailable.

2. Before turning to the focus of forecasting, we

briefly go through some characteristics of the

overnight ES market. We need to make sure

that the overnight ES market has sufficient high-

frequency data for us to compute volatility mea-

sures. It is also of independent interest to com-

pare volatilities of the daytime and overnight ES

market.

3. We then get to the nucleus of this paper – volatil-

ity forecasting. In particular, we concentrate

on daytime volatility forecasting of the ETF SPY.

Some offspring of the HAR family are taken

as benchmark and augmented with overnight

volatility of the ES contract. After discussing the

results, by virtue of the Semi-parametric MIDAS

model we further dissect the impact of overnight

high-frequency returns of ES in forecasting day-

time volatility of SPY.

4. Finally, we consider the more subtle problem

of daytime volatility forecasting of individual

stocks. Single stock futures (SSFs) began trad-

ing in November 2002, but they are only trans-

acted from 09:15 to 16:00 (NT) on business days.

Overnight volatility measures of SSFs are hence

not available. Instead of augmenting the bench-

8Rigidly speaking, SPY is not the underlying asset of ES. There is
another futures contract introduced by CME in June 2005 which
takes directly 100 shares of SPY as its underlying asset. The con-
tract is not popular at all, however, with volumes rarely exceed-
ing 10 contracts per day. Hence we use ES as if it underlay SPY.

mark forecasting model with overnight volatility

measure of futures written on the stock, we try

to use overnight volatility of ES, which might be

viewed as a market-wide risk measure. The re-

sults turn out to be good despite simpleness of

the method.

Given the distinctive characteristics of futures con-

tract, an illustration of the rules used to address these

peculiarities is required before proceeding. At any

time multiple ES contracts for are available, each hav-

ing a distinct maturity date. In consequence, we need

to specify a criterion to determine the contract to be

used and how contracts are chained to create a con-

tinuous time series. We call this ensemble of rules

a roll-over scheme. Basically, we adopt the most liq-

uid contract at each time, which is generally the con-

tract with closest maturity. However, when a contract

approaches its expiration the number of transactions

tend to rapidly diminish, while the contract with the

next closest maturity (FT2 ) tends to have surging trad-

ing volume. In our scheme we consider as “roll-over

window” the two weeks (10 working days) prior to ex-

piration of the contract with closest maturity. Within

the roll-over window we measure the daily liquidity of

the two contracts with closest maturities and roll to

the contract next in expiration order as soon as its liq-

uidity exceeds that of the expiring contract.

3.1. Comparison of Daytime Volatility

Measures

This auxiliary section is a complement of subsec-

tion 2.3. We make comparison of daytime volatility

measures of SPY and ES. Our analysis goes on along

two dimensions. In the first dimension we make use

of developed statistical tools with rigorous mathemat-

ics machinery. Specifically, at the “global” level, we

examine the confidence interval of the difference in

quadratic variations, while at the “local” level, we ap-

ply the jump regression devised by Li et al. (2017) and

scrutinize the jump beta. In the second dimension,

we make heuristic but not rigid comparison. In par-

ticular, we regress daytime realized measures of SPY

on the corresponding realized measures of ES and ex-

amine the difference of realized measures.

8



3.1.1. The di�erence in quadratic variations

In subsection 2.3 we have seen that quadratic vari-

ations of a stock and a futures written on it need

not be indistinguishable. The difference D t := [F ]t −
[S]t is consistently estimated by difference in realized

volatilities, RV (F )t −RV (S)t . For each trading day we

compute RV (F )t −RV (S)t and further construct two-

sided 95% confidence interval for D t , which takes the

form

(RV (F )t −RV (S)t )±1.96

×
√√√√bt/∆nc∑

i=1

(
(∆n

i F )2 − (∆n
i S)2

)2 −∆−1
n (RV (F )t −RV (S)t )2

(14)

Detailed construction is described in subsection A.1.

We stress that we work under the assumption that S is

a continuous Itò semimartingale to ease the deriva-

tion. The realized volatilities are all computed with

data sampled every five minutes, a rule-of-thumb fre-

quency that has been documented to mitigate market

microstructure noise effectively.

Figure 3 visualizes the difference and the confi-

dence intervals year by year. Constrained by space the

plot is only from 2005 onwards. The subplot of 2010

seems strange as on 6th May there occurred the “flash

crash” and the difference in realized volatilities on this

date (= −4.5154) is much higher than the rest of days

in this year. We will further investigate this event later.

Table 2 lists summary statistics of the difference in re-

alized volatilities and the confidence interval. All re-

sults are based on percentage returns. From panel A

of Table 2 we see that the difference falls by and large

around zero, although the extremums deviate a lot.

The mean difference is 0.0106, accounting for merely

0.98% and 0.97% of the mean realized volatility of SPY

(= 1.0816) and that of ES (= 1.0922) respectively. The

tightest confidence interval is obtained on 26th De-

cember 2013. On this date the difference in realized

volatilities is -0.0017. The widest confidence interval

corresponds to 18th April 2001, which happens to be

the date with largest difference (= 2.6549) in realized

volatilities. The number of confidence intervals that

do not contain 0 is about 11.90%. In other words, if

we are to conduct the hypothesis test H0 : [F ]t = [S]t

(with two-sided alternative), then for more than 80%

Table 2: Summary statistics of RV (F )D
t − RV (S)D

t and 95% confi-
dence interval of [F ]t − [S]t

Panel A: RV (F )D
t −RV (S)D

t

mean min Q25 Q50 Q75 max

0.0106 -6.0174 -0.0089 0.0133 0.0383 2.6549

Panel B: 95% confidence interval of [F ]t − [S]t

Widest Tightest 0 ∉ CI

[-17.7862,23.0961] [-0.0075,0.0042] 11.90%

Note: Panel A reports summary statistics of RV (F )D
t −

RV (S)D
t . “Q” stands for quantile. The first two columns of

panel B report the widest and tightest confidence intervals
of [F ]t − [S]t respectively. The third column reports number
of confidence intervals which do not contain 0. The realized
volatilities are computed with percentage returns.

of the dates we cannot reject the null hypothesis. In

summary, the empirical data reveals mixed evidence.

On most of dates the difference is rather small, while

occasionally it deviates a far cry from zero.

3.1.2. Jump Regression

In subsection 2.3 we find that the jump parts of a

futures and its underlying stock are indistinguishable,

i.e., ∆St = ∆Ft . An immediate implication is that in

the linear jump regression model

∆St =β∆Ft +∆εt , where [F,ε] = 0

the jump beta equals to one. Below we draw infer-

ence on β by virtue of the jump regression9 devised

by Li et al. (2017). Details about implementation of

the jump regression is described in subsection A.2.

In Table 3 we report core results of the linear jump

regression. Panel A displays results of jump regression

carried out on the full sample from 29th January 2001

to 31st December 2013, while panel B tabulates re-

sults of jump regression carried out year-by-year. To

conserve space, only results from 2005 onwards are

reported. To construct the 95% confidence interval,

we follow “Algorithm 2” in Li et al. (2017). The col-

umn R2 refers to the coefficient of determination cal-

culated with the fitted value ∆̂St := β̂∗
W LS,n∆Ft . The

column ρ reports realized jump correlation defined as

9Certainly the unit jump beta is simply an implication of indis-
tinguishability between ∆S and ∆F . We may design test on
∆St = ∆Ft , which is tantamount to that F − S is a continuous
semimartingale. The analysis will then be akin to that in the for-
going subsection. We do not pursue this way as we find it to be
less interesting than the jump regression.
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Figure 3: 95% Confidence interval for difference in quadratic variations of SPY and ES

Note: the red dashed line is the daily difference in realized volatilities, i.e., RV (F )D
t −RV (S)D

t . The shaded region corresponds to the
confidence intervals.

(The Q’s are defined in subsection A.2)

ρ := QSF,n√
QF F,nQSS,n

The last column lists p-values of the specification

test, with linear jump regression model being the null.

Roughly speaking, under the null the jump correlation

should be exactly one, thus a realized jump correla-

tion deviating from one is evidence against the linear

specification. Detailed construction of the test statis-

tic can be found in “Algorithm 1” of Li et al. (2017). On

the other hand, we also visualize jump dependence of

the two assets by plotting jump returns against each

other. Scatter plots of jump returns of the full sample

and the yearly sub-samples can be found in Figure 4

and Figure 5 respectively. In all plots the reference

line has zero intercept and slope equal to the optimal

weighted estimator β̂∗
W LS,n .

In Figure 4, we do observe several outliers on the

right tail. What surprises is that these outliers exhibit

opposite signs of the jump returns, viz., when the fu-

tures market has large positive jump, the stock mar-

ket has negative return. Other than these few outliers

the linear fit is quite tight. For the sub-samples, the

linear fit is tighter in some years than in the others.

In particular, in 2005 we observe deviating points on

both tails of the linear fit. For the subplot of 2010, all

but one points concentrate on the reference line. The

only outlier in this year happens to be the five minute

return from 14:50 to 14:55 on 6th May 2010, the date

of “flash crash”. Over this interval the futures mar-

ket has a positive return up to 2.05%, while the stock

market has a slightly negative return -0.38%. Exotic

behaviour of the two prices during the “flash crash”

can also be observed from Figure 7 below. Turning to

panel A of Table 3, we find the jump beta to be 0.96,

and the 95% confidence interval, although quite tight,

does not contain 1. Not surprisingly, in the presence

of multiple outliers the coefficient of determination

is only about 85%, and the null hypothesis of linear

jump dependence is rejected at all conventional sig-

nificance levels. Implementing jump regression on

yearly sub-samples somewhat help to stabilize the fits

as these conspicuous outliers are excluded from most

of the years. In panel B we observe that the jump beta

gets closer to unit in most of the years and three out

of nine confidence intervals nest 1. All but two R2’s

are higher than 90%, while the remaining two of 2005

10



Table 3: Linear jump regression

Panel A: Linear jump regression ∆S =β∆F on the full sample
29th January 2001 to 31st December 2013

β̂∗W LS,n 95% CI R2 ρ p-value

0.9598 [0.9545,0.9652] 0.8511 0.9330 0.0000

Panel B: Linear jump regression ∆St =β∆Ft +∆εt year by year

Year β̂∗W LS,n 95% CI R2 ρ p-value

2005 0.9472 [0.9252,0.9691] 0.8680 0.9400 0.0000
2006 0.9534 [0.9331,0.9738] 0.9916 0.9958 0.3629
2007 1.0072 [0.9919,1.0225] 0.9709 0.9857 0.0083
2008 0.9776 [0.9653,0.9898] 0.9222 0.9640 0.0000
2009 0.9800 [0.9703,0.9897] 0.9958 0.9979 0.0128
2010 0.9189 [0.8928,0.9449] 0.6121 0.8255 0.0000
2011 0.9750 [0.9527,0.9973] 0.9950 0.9977 0.5307
2012 0.9900 [0.9722,1.0078] 0.9386 0.9910 0.0087
2013 0.9874 [0.9748,1.0000] 0.9807 0.9905 0.0059

Note: R2 refers to coefficient of determination of the fit ∆̂S =
β̂∗W LS,n∆F . ρ refers to the realized jump correlation. The last col-

umn is p-value for the linear specification test. The 95% confi-
dence interval for jump beta and the p-value for linear specifica-
tion test are approximated using the Monte Carlo algorithm de-
scribed in Li et al. (2017). We draw a Monte Carlo sample of size
9999 only once and no further averaging is applied.

Figure 4: Scatter plot of jump returns: Full sample
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Note: Plotted here are percentage returns. The full sample spans
from 29th January 2001 to 31st December 2013.

and 2010 respectively are arguably dragged down by

outliers. For instance, excluding the aforementioned

outlier (the “flash crash”) in 2010, we obtain a R2 up

to 98.96% and the optimally weighted least square es-

timate of jump beta becomes 0.97. Still unsatisfactory

is the result of linear specification test. Albeit visu-

alized fit and other statistics seemingly favour linear

jump dependence, formal test rejects the linear spec-

ification for all but two years at the significance level

of 5%. Overall, scrutinizing jump dependence of stock

and futures at a “local” level, we find relation of jumps

of the two assets is approximately linear with jump

beta being very close to one, although formal statis-

tical test keeps us from decisively concluding so.

Figure 5: Scatter plot of jump returns: Yearly sub-samples
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Note: Plotted here are percentage returns. For each sub-sample,
the dataset spans from the first through the last trading day.

3.1.3. Heuristic Comparison

In the analysis above, we seek to draw inference on

the difference in quadratic variations D t = [F ]t − [S]t

and the jump parts ∆F and ∆S. In this subsection

we take, instead, realized measures as primitives and

make comparison of them. Such comparison might

not be rigid10 but is heuristic, since realized measures

are observable and serve as inputs of the forecasting

models to be used.

We calculate a set of daytime realized measures in-

cluding realized volatility (RV; equation (3)), thresh-

old bipower variation (TBV; equation (4)), realized

jump variation (JV; equation (5)) and realized semi-

variances (RSV+ and RSV−; equation (8)). From 09:30

to 16:00 (NT) on each trading day, all of the aforemen-

tioned realized measures are computed with transac-

tion prices sampled every five minutes. When cal-

culating threshold bipower variation, we follow ap-

pendix B of Corsi et al. (2010) by setting the multi-

plicative threshold θs+i∆n = c2
θ

V̂s+i∆n .

Panel A in Table 4 compares standard statistics of

daytime realized measures of SPY and ES respectively.

Statistics of SPY are very close to those of ES, with

most statistics of SPY being slightly smaller than the

corresponding ones of ES. For further comparison we

regress realized measures of SPY on the correspond-

ing contemporaneous realized measures of ES. We

10Note that in the forgoing analysis we make use of some well-
established in-fill asymptotic results, whereas by regressing re-
alized measures of a stock on realized measures of futures, we
are no longer in framework of in-fill asymptotics. For instance,
regressing RV (S)D

t on RV (F )D
t , the asymptotics should be con-

sidered in the setting where the sample size (i.e., pairs of realized
volatilities) tends to infinite rather than the framework in which
the mesh size shrinks to zero. We do not consider the rigorous
asymptotics here as the comparison only aims to be heuristic.
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also calculate p-value of the Wald test for zero inter-

cept and unit beta coefficient. Results of the regres-

sion are summarized in panel B of Table 4. All re-

ported results are based on ordinary least square re-

gression. For all but the regression on realized jump

variation, R2 is close to unit, and β is significant and

around 1. The regression of the realized jump vari-

ation11 has β = 0.8388, which suggests that realized

jump variations of SPY and ES are not as close as

other realized measures. This is not surprising, how-

ever, since the jump returns can only be identified

asymptotically and in finite sample there might be

some false identification, for example, excluding an

interval that truly contains jump, especially when the

size of jump on this interval is small. Returns of ex-

cluded intervals are completely annihilated and do

not contribute to the realized jump variation. Con-

sequently, once the numbers of identified intervals

containing jumps of the two assets do not match, the

realized jump variations tend to deviate from each

other12. Turning to the Wald test, we observe that for

realized volatility and realized semivariances, the p-

values are all below 5%, revealing evidence against in-

distinguishability.

3.1.4. Subsamples around crashes

The previous analysis is carried out on the full

sample spanning more than three thousands trading

days. It is inspirational to scrutinize some periods

during which crashes occur and impactive macroe-

conomic news are released to examine how volatili-

ties of the two assets co-move. In particular we shall

cover the “flash crash” in 2010 and see how the out-

lier mentioned in the subsection on jump regression

emerge. We mainly make heuristic comparison to

keep it short. This subsection also prepares some re-

sults for the next subsection in which we analyse char-

acteristics of overnight futures market.

11This result shouldn’t be confused with the results of jump regres-
sion, which scrutinizes jumps at the local level and has a well-
founded in-fill asymptotic theory.

12To illustrate, consider a specific five-minute interval and a given
empirical data set. Suppose that for both S and F , the trunca-
tion threshold for this interval is 1.0%, that is, if and only if the
return over this interval is above 1.0% will the interval be identi-
fied as containing jump. If the return of S on this interval turns
out to be 0.99%, while and the return of F is 1.01%, then S is not
considered to jump on this interval but F is. This interval then
contributes a difference about 1.0201% in realized jump varia-
tions (as well as threshold bipower variations) of the two assets.

Four important dates13 are selected and for each of

these dates, we construct a subsample with 30 trading

days before and 30 days after the benchmark date. For

each subsample, we plot daytime realized volatilities

of SPY and ES along with overnight realized volatil-

ity of ES. Specifically, on the same vertical line day-

time realized volatility, say RVt (o),t (c) , is plotted against

overnight realized volatility before the next trading

day, viz. RVt (c),(t+1)(o) . Inclusion of overnight futures

market volatility helps understanding how impactive

news affect the market. We first scrutinize daytime re-

alized volatilities of the two markets and then briefly

analyse informativeness of overnight futures market.

The first date is 22nd January 2008, on which S&P

500 index drops by about 1%. This date is selected as

it corresponds to both the announcement of a 75 basis

point cut of the Federal Funds Target Rate to 3.5%, and

the first opening day after Société Générale started an

abrupt closure of trading positions worth billions of

euros. The resultant of such impactive shocks on both

the short rate14 and the order book is visualized in the

upper-left panel of Figure 6. Daytime realized volatil-

ities during this period are almost overlapped. The

usual regression presented in panel C of Table 4 cor-

roborates this finding with close to unit beta and R2.

The second date is 29th September 2008, when the

house of representatives reject the Emergency Eco-

nomic Stabilization Act (EESA). In response to the

news, S&P 500 index plunges 8.8%, which is the largest

percentage fall since the crash of 1987. Comovement

of realized volatilities is presented in the upper-right

panel of Figure 6, where volatilities of SPY and ES are

still highly overlapped. However, regression results in

Table 4 indicates that volatility of the two assets differ

slightly during this period, with beta below 0.95 and

the null hypothesis of Wald test being rejected.

13When dissecting volatility during financial crisis, Banulescu-
Radu et al. (2017) also cover one of the important dates we
study, i.e., 29th September 2008. Using a robust Realized GARCH
model, Banulescu-Radu et al. (2017) find this date to have the
second largest positive shock in volatility on a sample spanning
from 1st January 1997 through 31st December 2009. See table 1,
section 4 in Banulescu-Radu et al. (2017).

14As pertinently pointed out by Chapman et al. (1999), the dynam-
ics of short rate is unobservable and it is frequently estimated
using proxy. Effective federal funds rate is one such proxy, which
is used by, e.g., Conley et al. (1997). Of course, which proxy to
use is controversial and different proxies often lead to contrast-
ing conclusions, as exemplified by Bali and Wu (2006), who carry
out comprehensive analysis on nonlinearity in drift of the short
rate using three different proxies. For analysis on short rate, con-
sult Bali and Wu (2006) and many references therein.
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Table 4: Comparison of daytime realized measures of SPY and ES

Panel A: Summary Statistics

SPY ES
Min Median Mean Max Min Median Mean Max

RV 0.0321 0.5094 1.0816 59.9989 0.0277 0.5200 1.0922 62.4236
TBV 0.0163 0.3880 0.8999 43.7025 0.0033p 0.4023 0.9076 38.1025
JV 0.0001p 0.0730 0.1945 18.7447 < 0.0001p 0.0759 0.1978 24.3211

RS+ 0.0166 0.2435 0.5474 40.3814 0.0179 0.2497 0.5518 42.1047
RS− 0.0052 0.2453 0.5342 19.6174 0.0056 0.2526 0.5404 20.3188

Panel B: Full-sample regressions on contemporaneous realized measures
RM(S)D

t =α+βRM(F )D
t +εt

Wald Test: H0 :α= 0 and β= 1

α β R2 Wald-p

RV 0.0120 (0.0065) 0.9793 (0.0073) 0.9930 0.0122
TBV -0.0126 (0.0154) 1.0054 (0.0200) 0.9849 0.0880
JV 0.0286 (0.0145) 0.8388 (0.0867) 0.8380 0.1356

RS+ 0.0082 (0.0040) 0.9772 (0.0090) 0.9861 0.0421
RS− 0.0079 (0.0020) 0.9738 (0.0044) 0.9949 < 0.0001

Panel C: Sub-sample regressions on contemporaneous realized volatilities
RV (S)D

t =α+βRV (F )D
t +εt

Wald Test: H0 :α= 0 and β= 1

α β R2 Wald-p

2007-12-11 0.0182 (0.0157) 0.9858 (0.0097) 0.9976 0.3248
2008-09-29 -0.0055 (0.0491) 0.9496 (0.0182) 0.9822 < 0.0001
2010-05-06 -0.2357 (0.0672) 1.1881 (0.0368) 0.9906 < 0.0001
2011-08-09 -0.0141 (0.0157) 1.0339 (0.0120) 0.9956 0.0123

Note: Panel A summarizes daytime realized measures of SPY and ES. All realized measures are com-
puted with transaction price sampled every five minutes and percentage returns. We use the multi-
plicative threshold in computing threshold bipower variation (TBV), as in Appendix B of Corsi et al.
(2010). When marked with “p”, the statistic is computed on a subset of the corresponding realized
measures which are strictly positive. Panel B reports regressions on contemporaneous realized mea-
sures. In parentheses are Newey-West standard errors computed with Bartlett kernel and bandwidth 5.
The column “Wald-p” refers to p-value of Wald test on the null hypothesis H0 : α= 0 and β= 1. Panel
C tabulates regressions of realized volatilities on subsamples. For each specific date, the regression is
carried out on a subsample composed of 60 days centered on this date (30 days before and 30 days
after). The column “Wald-p” refers to p-value of the same Wald test as above.
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The third date, 6th May 2010, relates to the event

known as “ 2010 flash crash”. Realized volatilities dur-

ing this period are plotted in the lower-left panel of

Figure 6. The stock market manifests conspicuously

higher volatility on the date of flash crash. Regres-

sion on the 60-day subsample around the flash crash

is seemingly affected by this “outlier”, as beta is 1.1881

and the intercept is significantly negative. Higher

volatility of the stock market during flash crash can be

perceived directly upon examining the intraday price

movement, which is plotted in Figure 7. Around 14:30

(NT), both SPY and ES suddenly tumble, with SPY

plunging deeper and rebounding more fiercely just a

few minutes later. The exotic movement of prices also

explains the outlier appearing in Figure 5 of subsub-

section 3.1.2.

The last date we consider is 9th August 2011. Plot

of realized volatilities on the corresponding subsam-

ple is in the lower-right panel of Figure 6. Turmoil

penetrates the market concomitantly with the Euro-

pean sovereign debt crisis around this date. During

this extremely turbulent period, realized volatilities of

SPY and ES are still overlapped, which is also favoured

by the contemporaneous regression presented in Ta-

ble 4.

It is instructive to compare movement of daytime

and overnight realized volatilities of ES around these

dates. In the upper-left panel of Figure 6, overnight

volatility of the futures market seem to presage the

high volatility on 22nd January 2008. This is reason-

able, since Société Générale started unwinding trades

at European market time (03:00 am onwards NY lo-

cal time). On the other hand, the announcement of

cutting the Federal Funds Rate (together with the Fed

discount rate) is made during the trading day and

can reasonably explain the smaller turbulence regis-

tered during the day as it was seen as a measure to re-

duce Futures selling pressure. Overnight futures mar-

ket doesn’t seem to signal the surge in volatility on 29

September 2008 (upper-right panel of Figure 6), as the

cause, i.e., the rejection of EESA, is announced in the

afternoon on this date. Turning to the “flash crash”

(the lower-left panel of Figure 6), whose cause is still

controversial, the overnight futures market doesn’t

seem to predict in advance, nor does it react fiercely

after the event, as the stock market and the futures

market recover before closing of the stock exchange.

Figure 6: Realized volatilities of SPY and ES on four distinct sub-
samples
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Note: Upper-left: 60 days around 22nd January 2008, when the trad-
ing starts again after Société Générale abruptly closes trading posi-
tions worth billions of Euro and Federal Reserve announces a 75
basis point cut of the Federal Funds Target Rate to 3.5%. Upper-
right: 60 days around 29th September 2008, when the house of
representatives reject the Emergency Economic Stabilization Act of
2008. Lower-left: 60 days around 6th May 2010, when there is "flash
crash" in both markets. Lower-right: 60 days around 9th August
2011, when the European Sovereign Debt Crisis reaches its peak.

Figure 7: Intraday price movement on 6th May 2010
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Finally, on the few days around 9th August 2011, day-

time volatilities of the two markets seemingly lag and

mirror that of the overnight futures market. In other

words, overnight futures market clearly signals hike or

drop of daytime volatility of the coming day. It should

also be emphasized that the first and fourth events ex-

emplify transcontinental correlation of the US and EU

markets. We leave this interesting question to future

research.

3.2. Characteristics of the Overnight

Futures Market

In this subsection we conduct a preliminary analy-

sis on the characteristics of the overnight futures mar-

ket, including liquidity, volatility and so forth. Liquid-

ity is of great importance for volatility estimation, and

overnight market is evidently not as active as the day

market, so we need to verify whether there are suffi-

cient transaction data in the overnight futures mar-

14



Figure 8: Average number of transactions of ES in each 15-minute
time window of a day
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Note: We use Chicago local time, which is an hour earlier than New
York local time, since the futures contracts are primarily traded at
CME. Note that transactions are halted from 15:00 to 15:15 and
16:00 to 17:00 (CT).

ket for volatility estimation. On the other hand, it

has long been recognized that daytime and overnight

volatilities differ, a finding which dates back to French

and Roll (1986) who compare squared open-to-close

returns and close-to-open returns of a set of stocks

and find the later to be much smaller. Certainly, both

open-to-close and close-to-open squared returns are

too noisy for volatility measurement, and we consider

realized measures based on high-frequency data in

order to better investigate the difference.

Figure 8 presents the average number of transac-

tions of ES for every 15-minute interval. Since trans-

action is halted from 15:15 to 15:30 and 16:00 to 17:00

(CT) on each trading day, the number of observations

is of course zero during the corresponding period.

Although futures contracts are much more actively

traded during the day, we still have sufficient obser-

vations to compute overnight realized measures. In

particular, the distribution of number of transactions

from 17:00 to 02:00 of the next day (CT) is relatively

uniform, with the bins being almost flat, and there

are around a hundred transactions in each time win-

dow. The average number of transactions suddenly

doubles around 02:00 (CT), and its distribution in the

following hours (before NYSE opens at 08:30 (CT)) is

roughly U-shaped, with more transactions occurring

between 7:30 and 08:30 (CT). However, we do find

few days on which the trading intensity is fairly low

with only several hundreds transactions throughout

the night. In this case, we still compute realized mea-

sures with 5-minute sampling, but it should be noted

that since the data are sampled with previous tick in-

terpolation, returns on intervals where no transac-

tion occurs is identically zero15 and are arguably nois-

ier. Nonetheless, we still calculate these measures for

comparison with daytime realized measures and fore-

casting in the sequel. In very rare cases we do ob-

tain zero realized measures as there are zero or only

one transaction. These few zero realized measures are

dispensed with when we compute summary statistics

and density estimates, but they are kept for forecast-

ing in the next a few subsections.

Table 5 summarizes four statistics (minimum, me-

dian, mean and maximum) of daytime and overnight

realized measures of ES. Almost all statistics for the

overnight measures are smaller than daytime mea-

sures, suggesting that the futures market is less

volatile during the night in general. Considering the

maximums, we see that realized measures in those

most volatile nights are only 50% to 60% percent of the

corresponding daytime realized measures. To better

appreciate the distributional differences, in Figure 9

we provide (Gaussian) kernel density plots16 for day-

time and overnight logarithmic realized measures re-

spectively. In case of oversmoothing we also plot the

corresponding histograms, which match quite well

with the density estimates. Densities of overnight re-

alized measures are seen to be shifted towards left and

have longer left tails, indicating that overnight market

is less volatile than daytime.

An interesting question concerns whether volatil-

ity during the night and the day has a constant ratio.

As mentioned, using close-to-close returns Hansen

et al. (2012) show that daytime realized measure is es-

timated to be about 75% of daily conditional volatil-

ity in the measurement equation of Realized GARCH.

The finding motivates Banulescu-Radu et al. (2017)

to adjust daytime realized measure by a constant

scale 4/3, the reciprocal of 75%, to obtain a volatil-

15An extreme example is that there are only two transactions oc-
curring, respectively, at 17:00 (CT) on one day and 08:30 (CT) on
the next day. If data are sampled every five minutes by previous
tick interpolation, then the realized measures are effectively the
same as those computed with tick-by-tick data, although there
are only two ticks in this example.

16It is well known that empirical data suggest that the distribu-
tion of logarithmic realized volatility is well approximated by
Gaussian distribution. See Andersen et al. (2001a) and Andersen
et al. (2001b). Certainly, reliability of kernel density estimator is
grounded on additional assumptions, such as stationarity and
some constraints on mixing coefficients. See, e.g., section 1.5 in
Rio (2017) for sufficient conditions that warrants IMSE consis-
tency of kernel density estimator for a stationary sequence with
summable α-mixing coefficients.
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Figure 9: (Gaussian) Kernel density estimates for daytime and
overnight logarithmic RV, TBV, JV, RSV+ and RSV−

Note: Zero realized measures are excluded.

Figure 10: (Gaussian) Kernel density estimates for log

(
RV (F )N

t

RV (F )D
t

)

Note: Dates with RV (F )N
t = 0 are excluded.

ity measure for a whole day. Having both daytime

and overnight realized volatilities of ES, we exam-

ine whether ratio of overnight to daytime realized

volatilities stays at a constant or relatively flat level.

Panel B of Table 5 reports basic statistics of the ra-

tio RV (F )N
t /RV (F )D

t . The ratio is seen to vary a lot

rather than concentrating on some constant level. We

also have the (Gaussian) kernel density estimate of

log(RV (F )N
t /RV (F )D

t )17 in Figure 10, where the (rare)

observations with zero overnight realized volatility are

excluded. Instead of concentrating on a point mass,

logarithm of the ratio is seen to be approximately

Gaussian distributed. There appears no evidence that

favours the argument of constant ratio of overnight to

daytime volatilities.

3.3. Results of HAR and HAR-F

3.3.1. One-day ahead

Now we turn to our main focus, namely forecasting

daytime volatility of SPY. We adopt the standard HAR

17Evidently, if the ratio RV (F )N
t /RV (F )D

t stays at a constant level,
i.e., its distribution is a Dirac measure concentrating on a sin-
gleton, then log(RV (F )N

t /RV (F )D
t ) stays at a constant level or

equivalently has Dirac distribution as well.

model introduced by Corsi (2009) as a baseline and

augment it with different overnight volatility mea-

sures. The standard HAR is specified as

RV (S)D
t+1 =α0 +αD RV (S)D

t +αW RV (S)W
t

+αM RV (S)M
t +εt+1

(15)

where RV (S)W
t = 1

5

∑4
i=0 RV (S)D

t−i and RV (S)M
t =

1
22

∑21
i=0 RV (S)D

t−i are weekly and monthly average

of daytime realized volatilities respectively. As

said, HAR does not incorporate information dur-

ing the overnight period [t (c), (t +1)(o)] in forecasting

RV (S)D
t+1, and one simple extension is to augment

HAR with the latest overnight volatility measure, say

V N
t . The extended model is then given by

RV (S)D
t+1 =α0 +αD RV (S)D

t +αW RV (S)W
t

+αM RV (S)M
t +θN V N

t +εt+1 (16)

As discussed above, what we seek to investigate is

the effect brought about by putting V N
t as RV (F )N

t ,

i.e., the overnight realized volatility of ES. The cor-

responding extension is termed HAR-F. In addition

we consider the squared overnight return of the SPY

ETF itself as an alternative overnight volatility mea-

sure. But defining overnight return of SPY is a subtle

problem. SPY trades roughly at one tenth of the S&P

500 index. As pointed out by Ahoniemi and Lanne

(2013), the S&P 500 index values are computed from

last trades of all constituents, making first published

index value of the day dominated by numerous prices

of the previous trading day. The calculation method

of S&P 500 index hence tends to engender stale open-

ing value, i.e., value equal to closing value of the pre-

vious trading day. Ahoniemi and Lanne (2013) con-

tend that use of stale opening value will misinter-

pret the overnight return. Instead they propose to

identify overnight return of S&P 500 index as return

from the previous trading day’s close up until 09:35

(NT), or five minutes past opening of the New York

Stock Exchange. We consider both overnight returns

of SPY in the sequel, that is, the close-to-open return

r (S)N
t := r (S)t (c),(t+1)(o) and the close-to-09:35 return

r (S)N ,09:35
t . When V N

t is substituted by square of r (S)N
t

(resp. square of r (S)N ,09:35), the resulting extension of

HAR is termed HAR−r (S)2
CO (resp. HAR−r (S)2

C 09:35).

The HAR-F model simply augments HAR with the
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Table 5: Comparison of summary statistics of daytime and overnight realized measures of ES

Panel A: Summary statistics of daytime end overnight realized measures of ES

Min Median Mean Max
Day Night Day Night Day Night Day Night

RV 0.0277 0.0122p 0.5200 0.2226 1.0922 0.5106 62.4236 34.5409
TBV 0.0033p 0.0069p 0.4023 0.1448 0.9076 0.3518 38.1025 22.3949
JV < 0.0001p 0.0002p 0.0759 0.0609 0.1978 0.1592 24.3211 12.1460

RSV+ 0.0179 0.0059p 0.2497 0.1086 0.5518 0.2552 42.1047 20.5266
RSV− 0.0056 0.0005p 0.2526 0.1085 0.5404 0.2554 20.3188 14.0143

Panel B: Summary statistics of RV (F )N
t /RV (F )D

t

Min Median Mean Max
0.0317 0.4510 0.5735 12.4836

Note: When marked with p, the statistic is computed on a subset of the corresponding realized
measures which are strictly positive.

latest overnight futures volatility. One might natu-

rally wonder the impact of further lagged overnight

volatilities in forecasting. For the sake of compari-

son, we also consider a “complete” extension of HAR,

named HAR-F-C, which further incorporates weekly

and monthly average of overnight realized volatilities:

RV (S)D
t+1 =α0 +αD RV (S)D

t +αW RV (S)W
t

+αM RV (S)M
t +θN RV (F )N

t +θW RV (F )N ,W
t

+θM RV (F )N ,M
t +εt+1 (17)

where RV (F )N ,W
t := 1

5

∑4
i=0 RV (F )N

t−i and

RV (F )N ,M
t := 1

22

∑21
i=0 RV (F )N

t−i .

To evaluate fit and forecast of the models, we con-

sider mainly two loss functions: the square error (SE)

and the Quasi-Likelihood (QLIKE). These loss func-

tions are given by

SE(RVt , R̂V t ) := (RVt − R̂V t )2

QLIKE(RVt , R̂V t ) := RVt

R̂V t
− log

(
RVt

R̂V t

)
−1

where RVt refers to (the object) realized volatility on

day t and R̂V t to the fit or forecast from any model.

According to Patton (2011), both loss functions are

homogeneous and robust. They are homogeneous in

the sense that ranking of forecast is invariant to re-

scaling of data. Hence, unit of price or return doesn’t

affect ranking of forecast. This is a favourable prop-

erty as most results presented below are based on

percentage instead of decimal returns. On the other

hand, the loss functions are robust in the sense that

substituting imperfect measure for the latent volatility

in the loss function, i.e., substituting realized volatil-

ity for quadratic variation, doesn’t affect ranking of the

forecasts. For detailed explanation we refer to Patton

(2011) and references therein.

Table 6 summarizes in-sample fitting results of the

subgroup with standard HAR being benchmark. Ap-

parently both of the squared close-to-open returns

and the squared close-09:35 returns only lead to

marginal improvement in terms of (adjusted) R2. In

contrast, HAR-F has greater explanatory power, with

R2’s being almost 15% larger. Another notable fact is

that when RV (F )N
t is included, weights are “shifted”

from past daily, weekly and monthly volatility of stock

to the latest overnight volatility of futures. In the stan-

dard HAR model, αD , αW and αM are about 0.26,

0.47 and 0.18 respectively, while in the HAR-F model,

the estimates become 0.12, 0.23 and 0.12, which are

30% to 50% smaller. The sharp drop in the weight of

weekly volatility indicates that volatility might not be

as persistent as what is documented by extant litera-

ture, most of which tend to overlook lastest overnight

volatility. On the contrary, results of HAR-F sug-

gest that future volatility relies heavily on the latest

overnight volatility, whose coefficient estimate θN is

slightly above 1. We may further compare θN from

HAR-F with αD from HAR. In HAR, αD is smaller than

αW . If we are to adopt the economic explanation mo-

tivating HAR in Corsi (2009), which is based on the

heterogeneous market hypothesis (Müller et al. (1993)

and Müller et al. (1997)), this would imply that “short-

term traders with daily or higher trading frequency”

do not dominate “medium-term investors who typi-

cally rebalance their positions weekly” in forming fu-

ture volatility18. But HAR-F suggests quite the con-

trary. The overwhelmingly larger θN implies that

18See the arguments in pp. 178, section 2.2, Corsi (2009).
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“short-term traders” do play a dominant role in for-

mation of future volatility, especially those who trade

overnight.

Motivated by the reduced persistence of volatil-

ity and the predominant role played by the latest

overnight futures volatility, we consider a distributed

lag model which resorts solely to the latest overnight

futures volatility to forecast stock volatility of the up-

coming day. The column marked as “DL-F” in Table 6

corresponds to the in-sample results. The adjusted

coefficient of determination is 0.62, which is in fact

greater than that of HAR, and equivalently, the MSE is

smaller than that of HAR. Past daytime volatilities (of

SPY), however, still help to improve forecast accuracy

if the end-user has a QLIKE loss, which is seriously de-

teriorated in the distributed lag model.

We also conduct pseudo out-of-sample one-day

ahead forecast with both rolling and increasing

schemes. In the rolling scheme, the window size is

fixed at 800, that is, estimation of coefficients are

made with data spanning the latest 800 days prior to

the forecasted date. For the increasing scheme, we

take advantage of all data available prior to the fore-

cast date, and the forecast starts with the first 800 ob-

servations. Table 7 summarizes the Mincer-Zarnowitz

R2 and the average of two loss functions expressed as

ratio to the corresponding losses of the standard HAR

model.

For the rolling scheme, the two noisy volatility mea-

sures r (S)2
CO and r (S)2

C 09:35 merely result in about 1%

increment in the Mincer-Zarnowitz R2. Compared

with r (S)2
CO , the volatility measure r (S)2

C 09:35, which

further incorporates information during the opening

five minutes of the next trading day, does render mean

square loss smaller, but at the cost of even higher

QLIKE loss. When overnight futures volatility mea-

sures based on high-frequency data are employed (the

fourth and fifth columns), forecast gets much more

accurate. Not only does the Mincer-Zarnowitz R2

increase about 15%, but all losses drop remarkably.

Interestingly, the simple distributed lag model does

have increased R2 and shrunk square loss compared

with HAR, although it exhibits lower forecast accuracy

when the QLIKE loss is concerned.

Results for the increasing scheme is somewhat

mixed. For HAR-r (S)2
CO and HAR-r (S)2

C 09:35 in the

rolling scheme, the results are overall the same re-

ported in the rolling scheme. On the other hand,

the improvement in terms of QLIKE brought by in-

corporating overnight futures volatility is seemingly

marginal. Forecasts yield by the simple distributed lag

model further deteriorate in terms of QLIKE, if com-

pared with the rolling scheme.

To formally address whether incorporating

overnight futures volatility leads to significantly

improved forecasting accuracy, we adopt a modified

version of the Reality Check proposed by White

(2000). The same adaptation is employed by Boller-

slev et al. (2016) to test whether their HARQ model

outperforms other HAR-type models. To illustrate, let

L denote the loss function, RVt the realized volatility

and RV ( j )
t , j = 0,1, . . . ,k forecasts of RVt produced

by model j , where model 0 plays the special role of

benchmark. Hypotheses of the (modified) reality

check are

H0 : min
j=1,··· ,k

E[L(RVt ,RV ( j )
t )−L(RVt ,RV (0)

t )] ≤ 0 (18)

and

H1 : min
j=1,··· ,k

E[L(RVt ,RV ( j )
t )−L(RVt ,RV (0)

t )] > 0 (19)

The null hypothesis is formulated to test whether at

least one of the competing models has expected loss

no greater than the benchmark. Rejection of the null

hypothesis thus evidences superior predictive ability

of the benchmark. In the current context, HAR-F is

treated as the benchmark. Following White (2000),

we implement reality check with the stationary boot-

strap (Politis and Romano (1994)) which accommo-

dates weak dependence in time series data. The aver-

age block length is set to 12 and 9999 bootstrap sam-

ples are drawn for each test. Our experimentation

shows that the result is quite insensitive to changes

in the block length and number of bootstrap sam-

ples. For each loss function, we consider reality check

on two samples. The first one is the full sample, i.e.,

the sample of all forecasts. The second sample is ob-

tained after removing the set of outliers19, which is

constructed as follows: for each individual model, we

take out a subset of forecasts corresponding to the

highest 1% losses produced by this model; the union

19Admittedly, removing some observations might beget technical
problems in application of the reality check. But circumscribed
by the scope, we do not delve into this issue here.
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Table 6: In-sample fitting: One-day ahead; Subgroup: HAR

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

α0 0.0901 0.0781 0.0648 0.0542 0.0484 0.2903
(0.0563) (0.0554) (0.0582) (0.0470) (0.0449) (0.0891)

αD 0.2637 0.1879 0.1941 0.1174 0.1016
(0.1367) (0.1480) (0.1532) (0.1068) (0.1123)

αW 0.4679 0.4577 0.4249 0.2314 0.1169
(0.1743) (0.1562) (0.1409) (0.1102) (0.1685)

αM 0.1826 0.1823 0.1927 0.1228 0.5428
(0.1024) (0.0987) (0.0955) (0.0883) (0.1990)

θN 0.2104 0.2674 1.0034 1.0241 1.5381
(0.1086) (0.1079) (0.2147) (0.2419) (0.1909)

θW 0.3117
(0.6053)

θM -0.9339
(0.5066)

Adj. R2 0.5685 0.5949 0.6047 0.6967 0.7032 0.6259
MSE 2.4317 2.2824 2.2268 1.7087 1.6711 2.1096
QLIKE 0.1387 0.1356 0.1363 0.1345 0.1328 0.2441

Note: The regressions are based on percentage returns. In parentheses are Newey-West es-
timates of standard errors computed with Bartlett kernel and bandwidht 5. θN is always the
coefficient of overnight volatility measures. The column marked with “DL-F” refers to the dis-
tributed lag model RV (S)D

t+1 =α0 +θN RV (F )N
t +εt+1.

of these subsets is then identified as the set of out-

liers. Finally, we only implement reality check for the

rolling window, since with recursively estimated pa-

rameters, i.e. parameters estimated with increasing

window, some of the assumptions underpinning the

test tend to break down.

Results of reality check for rolling window are re-

ported in Table 7. With both losses, tests on the full

sample of forecasts are in favor of superior predictive

ability of HAR-F20. Removing outliers does not affect

the results. It is noteworthy that HAR-F-C, the model

incorporating past weekly and monthly average of

overnight volatility, is placed among competitors, but

the null hypothesis is still rejected. In other words,

HAR-F manifests superior predictive ability over HAR-

F-C, though the latter incorporates complete past in-

formation21.

3.3.2. Longer horizons

Now we turn to longer horizons, say a week or a

month ahead forecasting. Let h denote number of

20With the square loss and the full sample of forecasts, p-value of
the test statistic falls randomly around 5%. The randomness
results from the fact that the bootstrap test statistic is approxi-
mated using Monte Carlo. In most of our experimentations we
find the test statistic to be between 5% and 6%.

21Interestingly, when developing the HARQ model, Bollerslev et al.
(2016) also consider the “full” Q-model which incorporates past
weekly and monthly average of realized quarticity, and they find
that the “full” model is inferior to the simpler HARQ model in
terms of predictive ability.

days ahead. Our object of interest is the average

daytime realized volatility of SPY in the upcoming h

trading days, i.e., 1
h

∑h
j=1 RV (S)D

t+ j . The benchmark

forecasting model and the corresponding extension

is trivially obtained by replacing RV (S)D
t+1 in respec-

tively (15) and (16) with 1
h

∑h
j=1 RV (S)D

t+ j . More ex-

plicitly, the benchmark HAR model is specified by

1

h

h∑
j=1

RV (S)D
t+ j =α0 +αD RV (S)D

t +αW RV (S)W
t

+αM RV (S)M
t +εt+1

and the corresponding HAR-F model is

1

h

h∑
j=1

RV (S)D
t+ j =α0 +αD RV (S)D

t +αW RV (S)W
t

+αM RV (S)M
t +θN RV (F )N

t +εt+1 (20)

The other models are defined in an analogous way. We

still consider a distributed lag model which uses a sin-

gle regressor RV (F )N
t (together with intercept) to fore-

cast 1
h

∑h
j=1 RV (S)D

t+ j .

Table 8 displays results of in-sample fitting. Not sur-

prisingly, the benefit from incorporating RV (F )N
t be-

comes marginal as the forecasting horizon is length-

ened. For one-month ahead forecasting the adjusted

R2 of HAR-F is only about 2% larger than that of

HAR. Interestingly the coefficient θN of RV (F )N
t gets

smaller when the horizon gets longer. Unlike the
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Table 7: Out-of-sample forecasting: One-day ahead; Subgroup: HAR

Rolling

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.5032 0.5050 0.5161 0.6487 0.6184 0.6077
MSE 1.0000 0.9948 0.9303 0.6469† 0.7023 0.7026

QLIKE 1.0000 0.9990 1.0222 0.8414∗,† 0.9011 1.2711

Increasing

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.5186 0.5370 0.5398 0.6640 0.6278 0.5817
MSE 1.0000 0.9542 0.9403 0.7001 0.7736 0.8612

QLIKE 1.0000 1.0023 1.0136 0.9867 0.9234 1.7332

Note: In the rolling scheme, the window size is fixed at 800. In the increasing scheme, the forecast
starts with the first 800 observations. Average losses are reported as ratio to the corresponding
ones of HAR. For the column HAR-F in the rolling scheme, entries marked with a symbol means
null hypothesis of the modified reality check (see (18) and (19)) is rejected at the significance level
5%. ∗: test is conducted on the full sample. †: test is conducted after removing outliers.

case for one-day ahead forecasting, the distributed lag

model is inferior to HAR in terms of any measure. We

also refer to Table 9 for pseudo out-of-sample analy-

sis. Except for one-week ahead forecasting in the in-

creasing scheme, HAR-F has on average smaller loss.

However, null hypothesis of the reality check is re-

jected for neither one-week nor one-month ahead

forecasting when square loss is concerned. Whether

outliers get removed does not render the test different.

In other words we are kept from formally concluding

superior predictive ability of the HAR-F model. Sum-

marizing the findings, the benefit from incorporating

overnight volatility of ES diminishes as the forecasting

horizon gets longer.

3.4. Results of Other HAR-type

Models

In this subsection we take two other popular off-

spring of the HAR family as baseline models and con-

sider their extensions with overnight futures volatility.

We do not consider the volatility measure square of

overnight returns, nor do we take into account com-

plete extension of the baseline model, i.e., the exten-

sion in which all past overnight volatilities are incor-

porated. In contrast, we focus on difference between

simply augmenting the baseline model with overnight

realized volatility of futures and further decomposing

realized volatility in the spirit of the baseline model.

Only results of one-day ahead forecasting are reported

and discussed, since with longer horizons, comments

on the subgroup in which HAR serves as benchmark

fairly applies to the current context.

The first baseline model we consider is the HAR-CJ

proposed by Andersen et al. (2007), which extends the

standard HAR by disentangling realized volatility into

the empirical counterparts of diffusive and jump vari-

ations. Andersen et al. (2007) use the Bipower vari-

ation (BV) proposed by Barndorff-Nielsen and Shep-

hard (2004) to measure diffusive variation, but we fol-

low Corsi et al. (2010) and use the threshold bipower

variation (TBV) instead. We also employ the C-Tz

statistic for jump detection. Formulae of these quan-

tities have been reviewed in subsection 2.1. Given

daytime RV and TBV of the stock, we define

J (S)D
t := max(RV (S)D

t −T BV (S)D
t )1(|C−Tzt |>1.96)

= JV (S)D
t 1(|C−Tzt |>1.96), (21)

that is, J (S)D
t equals to JV (S)D

t only if the jump detec-

tion statistic is significant at the 5% level. The corre-

sponding measure for diffusive variation is given by

C (S)D
t := RV (S)D

t − J (S)D
t . The HAR-CJ model22 is then

specified as

RV (S)D
t+1 =α0 +αDC (S)D

t +αW C (S)W
t +αM C (S)M

t

+βD J (S)D
t +εt+1 (22)

We consider two extensions using overnight futures

data. The first extension is to augment HAR-CJ with

22In Corsi et al. (2010), the model is called HAR-TCJ to stress the fact
that threshold bipower variation rather than bipower variation is
employed.
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Table 8: In-sample fitting: One-week and one-month ahead; Subgroup: HAR

h = 5

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

α0 0.1443 0.1400 0.1358 0.1239 0.1196 0.4430
(0.0539) (0.0555) (0.0557) (0.0513) (0.0631) (0.0590)

αD 0.2245 0.1975 0.2011 0.1416 0.1302
(0.0600) (0.0655) (0.0655) (0.0467) (0.0496)

αW 0.3553 0.3516 0.3408 0.2212 0.1002
(0.1356) (0.1330) (0.1291) (0.1098) (0.1852)

αM 0.2828 0.2827 0.2862 0.2489 0.5632
(0.1072) (0.1078) (0.1062) (0.1041) (0.1913)

θN 0.0750 0.0901 0.5690 0.5556 1.2385
(0.0302) (0.0404) (0.0925) (0.0951) (0.1129)

θW 0.3334
(0.3710)

θM -0.6971
(0.3825)

Adj. R2 0.6622 0.6667 0.6678 0.7191 0.7238 0.5602
MSE 1.3805 1.3616 1.3573 1.1478 1.1278 1.7986
QLIKE 0.1143 0.1122 0.1116 0.1116 0.1038 0.2445

h = 22

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

α0 0.2944 0.2915 0.2889 0.2832 0.2835 0.5915
(0.0670) (0.0658) (0.0651) (0.0663) (0.0529) (0.0680)

αD 0.1239 0.1058 0.1087 0.0786 0.0791
(0.0282) (0.0314) (0.0322) (0.0246) (0.0406)

αW 0.3477 0.3452 0.3382 0.2743 0.2993
(0.1228) (0.1216) (0.1197) (0.1055) (0.1584)

αM 0.2475 0.2475 0.2498 0.2290 0.2097
(0.0943) (0.0932) (0.0927) (0.0946) (0.1670)

θN 0.0505 0.0586 0.3111 0.3263 0.9417
(0.0241) (0.0304) (0.0691) (0.0783) (0.1266)

θW -0.0705
(0.2638)

θM 0.0420
(0.2379)

Adj. R2 0.5736 0.5762 0.5766 0.5952 0.5950 0.4117
MSE 1.3771 1.3684 1.3672 1.3071 1.3068 1.9014
QLIKE 0.1714 0.1701 0.1698 0.1691 0.1689 0.2815

Note: The regressions are based on percentage returns. In parentheses are Newey-West esti-
mates of standard errors computed with Bartlett kernel and bandwidth 5. θN is always the co-
efficient of overnight volatility measures.
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Table 9: Out-of-sample forecasting; One-week and One-month ahead; Subgroup: HAR

h = 5

Rolling

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.6679 0.6563 0.6612 0.7263 0.7067 0.5367
MSE 1.0000 1.0514 1.0080 0.7774 0.8494 1.1358

QLIKE 1.0000 1.0025 0.9956 0.9195∗ 0.9482 1.7336

Increasing

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.6534 0.6555 0.6560 0.7282 0.7163 0.5339
MSE 1.0000 0.9919 0.9860 0.8156 0.8528 1.3434

QLIKE 1.0000 0.9913 0.9901 1.0019 0.9670 2.0862

h = 22

Rolling

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.6164 0.6061 0.6082 0.6237 0.6239 0.3487
MSE 1.0000 1.0497 1.0359 0.9611 1.0029 1.3765

QLIKE 1.0000 0.9979 0.9976 0.9822∗,† 1.0260 1.5258

Increasing

HAR HAR-r (S)2
CO HAR-r (S)2

C 09:35 HAR-F HAR-F-C DL-F

R2 0.5778 0.5787 0.5791 0.6057 0.6156 0.3625
MSE 1.0000 0.9975 0.9943 0.9904 1.0166 1.5729

QLIKE 1.0000 0.9976 0.9984 0.9907 1.1714 1.5557

Note: In the rolling scheme, the window size is fixed at 800. In the increasing scheme, the forecast
starts with the first 800 observations. Average losses are reported as ratio to the corresponding
ones of HAR. For the column HAR-F in the rolling scheme, entries marked with a symbol means
null hypothesis of the modified reality check (see (18) and (19)) is rejected at the significance level
5%. ∗: test is conducted on the full sample. †: test is conducted after removing outliers.

a single quantity RV (F )N
t :

RV (S)D
t+1 =α0 +αDC (S)D

t +αW C (S)W
t +αM C (S)M

t

+βD J (S)D
t +θN RV (F )N

t +εt+1

(23)

This model will be named HAR-CJ-F. We may further

“rough up” the model by decomposing RV (F )N
t into

C (F )N
t and J (F )N

t , which are defined in the manner

analogous to C (S)D
t and J (S)D

t respectively. The re-

sulting model, which we call HAR-CJ-FCJ, takes the

form

RV (S)D
t+1 =α0 +αDC (S)D

t +αW C (S)W
t

+αM C (S)M
t +βD J (S)D

t +κN C (F )N
t

+λN J (F )N
t +εt+1 (24)

Table 10 summarizes in-sample fitting results of

HAR-CJ, HAR-CJ-F and HAR-CJ-FCJ. Resembling re-

sults of extensions of HAR, past daytime volatilities

of the stock are downweighted once overnight futures

volatility measures are augmented. Coefficient of day-

time stock market jump is greatly attenuated as well.

The remarkable improvement of HAR-CJ-F over HAR-

CJ in terms of R2 is about 12%. On the other hand, fur-

ther disentangling overnight realized volatility into es-

timates for diffusive and jump variations only brings

about 3% increment in R2, while QLIKE loss is se-

riously magnified. Pseudo out-of-sample results are

listed in Table 11, where the same window size 800 is

again adopted for both schemes. Evidently, with any

combination of estimation scheme and loss function,

HAR-CJ-F stably outperforms the benchmark HAR-

CJ. For the rolling scheme, the improvement brought

by incorporating overnight realized volatility is espe-

cially considerable. On the other hand, HAR-CJ-FCJ

leads to poorer forecast than HAR-CJ-F in terms of

QLIKE loss. In the increasing scheme HAR-CJ-FCJ

even leads to QLIKE loss higher than that of the base-

line HAR-CJ. For the rolling scheme, we again apply

the modified reality check with HAR-CJ-F being the

benchmark model. With the QLIKE loss the null hy-

pothesis is rejected at the significance level of 5%.

With the square loss the result is a bit different. If no

outlier gets removed, we obtain a p-value higher than
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Table 10: In sample-fitting; One-day ahead; Subgroup: HAR-CJ

HAR-CJ HAR-CJ-F HAR-CJ-FCJ

α0 0.1201 0.0707 0.1059
(0.0520) (0.0441) (0.0413)

αD 0.2704 0.1301 0.0521
(0.1646) (0.1241) (0.1323)

αW 0.5254 0.2490 0.2351
(0.2002) (0.1252) (0.0987)

αM 0.1510 0.1146 0.1056
(0.1085) (0.0901) (0.0984)

βD 0.1987 0.0489 0.0892
(0.0827) (0.0823) (0.0501)

θN 1.0000
(0.2261)

κN 1.4561
(0.3448)

λN -0.0421
(0.4525)

Adj. R2 0.5706 0.6971 0.7282
MSE 2.4193 1.7058 1.5300

QLIKE 0.1410 0.1355 0.1519

Note: The regressions are based on percentage re-
turns. In parentheses are Newey-West estimates of
standard errors computed with Bartlett kernel and
bandwidth 5. The row “QLIKE” is the average QLIKE
loss.

30%. This is expected, since MSE of HAR-CJ-FCJ is

even lower than that of HAR-CJ-F. We also implement

reality check after removing the set of outliers, which

is formed in exactly the same way described in sub-

section 3.3. p-value of the test immediately drops to

about 0.01, which again may be ascribed to sensibility

of square loss to outliers.

In the next step we consider the SHAR model pro-

posed by Chen and Ghysels (2010) and Patton and

Sheppard (2015), in which past daily realized volatility

of a stock is decomposed into realized semivariances.

More explicitly, the SHAR model is specified as

RV (S)D
t+1 =α0 +α+

D RS+(S)D
t +α−

D RS−(S)D
t

+αW RV (S)W
t +αM RV (S)M

t +εt+1 (25)

Again we scrutinize two extensions: the first exten-

sion, named SHAR-F, simply augment SHAR with

overnight realized volatility of futures, that is,

RV (S)D
t+1 =α0 +α+

D RS+(S)D
t +α−

D RS−(S)D
t

+αW RV (S)W
t +αM RV (S)M

t

+θN RV (F )N
t +εt+1 (26)

The second extension, termed SHAR-FS, further de-

Table 11: Out-of-sample forecasting; One-day ahead; Subgroup:
HAR-CJ

Rolling Window

HAR-CJ HAR-CJ-F HAR-CJ-FCJ

R2 0.4736 0.6228 0.6765
MSE 1.0000 0.6241† 0.5419

QLIKE 1.0000 0.8387∗,† 0.9851

Increasing Window

HAR-CJ HAR-CJ-F HAR-CJ-FCJ

R2 0.4977 0.6499 0.6787
MSE 1.0000 0.6893 0.6602

QLIKE 1.0000 0.9837 1.0885

Note: In the rolling scheme, the window size is fixed at 800.
In the increasing scheme, the forecast starts with the first 800
observations. Average losses are reported as ratio to the cor-
responding ones of HAR-CJ. For the column HAR-CJ-F in the
rolling scheme, entries marked with a symbol means null hy-
pothesis of the modified reality check (see (18) and (19)) is re-
jected at the significance level 5%. ∗: test is conducted on the
full sample. †: test is conducted after removing outliers.

composes RV (F )N
t into realized semivariances:

RV (S)D
t+1 =α0 +α+

D RS+(S)t +α−
D RS−(S)t

+αW RV (S)W
t +αM RV (S)M

t

+θ+N RS+(F )N
t +θ−N RS−(F )N

t +εt+1 (27)

Table 12 summarizes in-sample fitting results. Akin

to results presented above, when the baseline SHAR

is augmented with overnight realized volatility of fu-

tures, all coefficients of past daytime volatility of stock

are downweighted. Further disentangling overnight

realized volatility of futures into realized semivari-

ances, the leverage effect of overnight realized neg-

ative semivariance immediately manifests, and it is

much more impactive than daytime realized negative

semivariance of SPY itself. However, such decom-

position also incurs higher QLIKE loss in the SHAR-

FS model. Turning to Table 13, we observe once

again the enhanced forecast accuracy obtained by

simply incorporating overnight realized volatility of

futures. When SHAR-F is taken as benchmark, the re-

ality check formally confirms its superior predictive

ability in terms of QLIKE loss. Upon removing out-

liers, SHAR-F also manifests better forecast at the sig-

nificance level 5%. Similar to in-sample fitting results,

further disentangling RV (F )N
t into realized semivari-

ances leads to lower square loss but much higher

QLIKE loss, whichever estimation scheme we con-

sider.

In summary, with either HAR-CJ or SHAR be-
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Table 12: In-sample fitting; One-day ahead; Subgroup: SHAR

SHAR SHAR-F SHAR-FS

α0 0.0514 0.0372 0.0387
(0.0685) (0.0526) (0.0485)

α+
D -0.3860 -0.2113 -0.2063

(0.3977) (0.2595) (0.1815)
α−

D 1.2250 0.6378 0.5269
(0.4963) (0.3447) (0.2585)

αW 0.3973 0.2164 0.2391
(0.1330) (0.1068) (0.1030)

αM 0.1440 0.1080 0.0525
(0.1082) (0.0913) (0.0928)

θN 0.9092
(0.1998)

θ+N -0.6487
(0.5498)

θ−N 2.8206
(0.7405)

Adj. R2 0.6120 0.7074 0.7489
MSE 2.1987 1.6375 1.4233

QLIKE 0.1328 0.1278 0.1444

Note: The regressions are based on percent-
age returns. In parentheses are Newey-West
estimates of standard errors computed with
Bartlett kernel and bandwidth 5. The row
“QLIKE” is the average QLIKE loss.

Table 13: Out-of-sample forecasting; One-day ahead; Subgroup:
SHAR

Rolling Window

SHAR SHAR-F SHAR-FS

R2 0.5479 0.6576 0.7127
MSE 1.0000 0.7262† 0.6097

QLIKE 1.0000 0.8715∗,† 1.0541

Increasing Window

SHAR SHAR-F SHAR-FS

R2 0.5644 0.6726 0.7214
MSE 1.0000 0.7618 0.6539

QLIKE 1.0000 0.9901 1.0451

Note: In the rolling scheme, the window size is fixed at 800.
In the increasing scheme, the forecast starts with the first
800 observations. Average losses are reported as ratio to the
corresponding ones of SHAR. For the column SHAR-F in the
rolling scheme, entries marked with a symbol means null
hypothesis of the modified reality check (see (18) and (19))
is rejected at the significance level 5%. ∗: test is conducted
on the full sample. †: test is conducted after removing out-
liers.

ing baseline, incorporating overnight realized volatil-

ity of futures renders forecast much more accurate.

Whether or not further disentangling overnight real-

ized volatility in the spirit of the baseline model de-

pends ultimately on loss function of the end-user.

If square loss is concerned about, we find evidence

that favours further decomposition of realized volatil-

ity. If, on the contrary, the user chooses asymmet-

ric loss function such as QLIKE, then decomposition

of overnight realized volatility turns out to worsen

the forecast, while utilizing simply overnight realized

volatility itself suffices to bring about considerable

gain in forecast accuracy.

3.5. Forecasting Volatility of Individual

Stocks

Thus far we have been concentrating on volatil-

ity forecasting of the single ETF SPY. Extension of

the analysis to general stock is unfortunately circum-

scribed by practical conditions. Unlike E-mini fu-

tures, single stock futures (SSF) for the US market is

not traded overnight. To be specific, SSF is transacted

in OneChicago from 08:15 to 15:00 (CT) on business

days. Moreover, on average there are only a few trans-

actions for most SSF in a day, rendering it less compat-

ible with a high-frequency framework. Nonetheless,

for 24 highly liquid stocks, we try to augment the HAR

model with overnight realized volatility of ES, which

arguably reflects market-wide risk. The resulting ex-

tension is still termed HAR-F. In the sequel we briefly

analyse the results23.

Table 14 displays in-sample fitting results. The re-

sults are mixed – whether they are good or not de-

pends ultimately on the loss function. If the square

loss is concerned, then the results are overall positive,

since for most stocks the mean square error is reduced

and the adjusted R2 increases. For the stocks AA, AXP,

23In fact, initially we conduct the analysis with three alternative
models: the third one being HAR augmented with squared
overnight return (i.e., close-to-open) return of the stock itself.
Unlike the case for SPY, a comparison between this model and
HAR-F seems a priori a fair game, as overnight volatility of ES
no longer approximates overnight volatility of the stock in con-
cern. However, the results turn out to counter our intuition. For
almost all stocks, the third model performs even much worse
than HAR, not to mention HAR-F. Only for the stock VZ do we
observe that this model produces results just slightly better than
HAR and HAR-F. Therefore, we choose not to include this model
in the discussion below. The results are however available upon
request.
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DD, MMM and XOM, increment in R2 is even remark-

ably above 10%. On the other hand, if the QLIKE loss

is in effect, then the results are by and large neutral

or even negative. In particular, for many stocks that

have noteworthy decrement in mean square loss, the

QLIKE loss is magnified. For instance, after incorpo-

rating overnight realized volatility of ES, AA and XOM

have 10% and 16% larger QLIKE loss on average. But

at times we do have surprising diminution in QLIKE.

For example, AIG, BAC and C all have more than 10%

decline in the average QLIKE loss. An interesting

concomitant phenomenon is that the adjusted R2 for

these three stocks only increase marginally. Also no-

ticeable is that the three firms were all at the centre of

the storm during the financial crisis.

Pseudo out-of-sample results tabulated in Table 15

are not unanimous either. We again apply take HAR-F

as benchmark and apply the (modified) reality check

to assess its performance in contrast to the standard

HAR model. When QLIKE loss is concerned, for 11

out of 24 stocks the reality check confirms superior

predictive ability of the HAR-F model (without remov-

ing outliers). But when square loss is concerned, for

all stocks predictive ability of HAR and HAR-F can-

not be distinguished (unless we remove some out-

liers), though the latter exhibits on average lower nu-

meric loss. In summary, the effect of incorporating

overnight volatility of ES seemingly depends on pe-

culiar characteristics of the firm, and which of HAR

and HAR-F should be adopted depends heavily on the

practitioner’s loss function.

4. Conclusion

We have carried out comprehensive empirical anal-

ysis on the effect brought about by incorporating

overnight volatility of E-mini S&P 500 index-futures

in forecasting daytime volatility of some stocks. For

the ETF SPY we have documented superior predictive

ability obtained through incorporation of overnight

volatility of ES. In particular we find that the lat-

est overnight volatility of ES plays the most domi-

nant role. For general stocks we have obtained par-

tially positive results – for some stocks we have re-

duced square loss while for some others the QLIKE

loss declines. Apart from forecasting, we have anal-

ysed volatilities of stock and futures in a general set-

ting and make comparison of them using some in-fill

asymptotic results. Although theoretically quadratic

variations of the two assets need not be identical, their

empirical estimates are very close on all but a few

days. Scrutinizing jumps of SPY and ES by virtue of

the jump regression, we find close to unit jump beta.

A. Technical Details

A.1. Con�dence Interval for Di�erence

of Quadratic Variations

In this subsection we illustrate construction of

the (asymptotic) confidence interval for difference of

quadratic variations, i.e., [F ]t −[S]t . We let D t := [F ]t −
[S]t denote the difference in what follows. The con-

struction is a straightforward application of the law of

large number and the central limit theorem in chap-

ters 3 and 5 of Jacod and Protter (2012). We work un-

der the assumption of continuous Itò semimartingale,

since appearance of jump renders the problem much

more intricate.

Suppose logarithmic prices of the stock and the fu-

tures have the following dynamics respectively:

St = S0 +
∫ t

0
bS,s ds +

∫ t

0
σ>

S,s dWs

Ft = F0 +
∫ t

0
bF,s ds +

∫ t

0
σ>

F,s dWs

where W is a d-dimensional standard Brownian mo-

tion. We assume that all integrands bS,s , bF,s , σS,s and

σF,s are locally bounded. Set Y := (F−S,F+S)>, which

is a two-dimensional continuous Itò semimartingale

admitting the following representation:

Yt = Y0 +
∫ t

0
bs ds +

∫ t

0
Σs dWs

where bs := (bF,s − bS,s ,bF,s + bS,s )> is R2-valued and

Σs := (σF,s −σS,s ,σF,s +σS,s )> is 2×d-dimensional. We

further assume24 that Σ has the following dynamics:

Σt =Σ0+
∫ t

0
b̃Σ,s ds+

∫ t

0
Σ̃s dWs +Mt +

∑
s≤t
∆Σs 1(||Σs ||>1)

Here M is a local martingale orthogonal to W and its

24This is the assumption (K) which appears extensively in Jacod and
Protter (2012).
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Table 14: In-sample fitting; One-day ahead

Ticker Model α0 αD αW αM θN Adj.R2 MSE QLIKE

0.4541 0.3944 0.3687 0.1439 0.5951 41.1151 0.1141
HAR

(0.2317) (0.0852) (0.0985) (0.0961)
0.5139 0.2587 0.1592 -0.0016 4.5887 0.7478 25.6025 0.1259

AA
HAR-F

(0.2223) (0.0594) (0.0786) (0.1050) (1.1634)

4.0132 0.5025 -0.0273 0.1997 0.2772 9245.8859 0.5815
HAR

(1.5722) (0.1945) (0.0993) (0.0765)
2.5973 0.4997 -0.0151 0.1340 4.1178 0.2783 9228.6298 0.5053

AIG
HAR-F

(1.1217) (0.1938) (0.0956) (0.0863) (2.5987)

0.3407 0.0887 0.5658 0.2602 0.5131 44.3791 0.1597
HAR

(0.1712) (0.1154) (0.1456) (0.1034)
0.0843 0.0249 0.3913 0.1417 3.3480 0.6189 34.7266 0.1645

AXP
HAR-F

(0.2182) (0.1093) (0.1448) (0.1113) (0.9664)

0.2028 0.3794 0.3591 0.1838 0.6202 5.4966 0.1390
HAR

(0.1062) (0.0710) (0.1076) (0.0694)
0.2758 0.2954 0.2656 0.1677 0.8605 0.6676 4.8091 0.1344

BA
HAR-F

(0.0949) (0.0748) (0.0903) (0.0717) (0.1480)

0.3887 0.3458 0.3102 0.2734 0.6011 115.5149 0.1756
HAR

(0.1866) (0.0838) (0.1316) (0.1164)
-0.1336 0.3138 0.2883 0.2343 2.0394 0.6167 110.9804 0.1401

BAC
HAR-F

(0.1948) (0.0841) (0.1388) (0.1214) (0.5657)

0.9944 0.4807 0.0896 0.2902 0.4290 454.5083 0.2174
HAR

(0.3608) (0.1009) (0.1054) (0.1160)
-0.2298 0.4491 0.0595 0.1786 4.8262 0.4605 429.3627 0.1386

C
HAR-F

(0.4374) (0.0925) (0.1080) (0.1227) (1.6177)

0.2120 0.3315 0.4703 0.1283 0.6669 8.1807 0.1133
HAR

(0.1307) (0.1024) (0.1736) (0.1067)
0.3958 0.1717 0.2957 0.1235 1.6830 0.7436 6.2947 0.1117

CAT
HAR-F

(0.1092) (0.0874) (0.1448) (0.0843) (0.3003)

0.2070 0.3160 0.4453 0.1542 0.6044 6.1492 0.1182
HAR

(0.0953) (0.0950) (0.1359) (0.0815)
0.3761 0.1686 0.2461 0.1147 1.5575 0.7254 4.2669 0.1222

DD
HAR-F

(0.0871) (0.0839) (0.0908) (0.0741) (0.2399)

Note: The regressions are based on percentage returns. In parentheses are Newey-West estimates of standard er-
rors computed with Bartlett kernel and bandwidth 5. The column “QLIKE” is the average QLIKE loss.
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Ticker Model α0 αD αW αM θN Adj.R2 MSE QLIKE

0.2859 0.3480 0.2660 0.2829 0.4828 13.7836 0.1365
HAR

(0.0896) (0.0796) (0.1632) (0.1079)
0.2331 0.2997 0.1567 0.2544 1.1392 0.5339 12.4192 0.1342

DIS
HAR-F

(0.0833) (0.0858) (0.1110) (0.0889) (0.2960)

0.3105 0.3832 0.3428 0.1716 0.5533 22.5685 0.1458
HAR

(0.1084) (0.0841) (0.1177) (0.0820)
0.1935 0.3450 0.3013 0.0552 1.4057 0.5901 20.7044 0.1333

GE
HAR-F

(0.1197) (0.0908) (0.0991) (0.0707) (0.3161)

0.2360 0.2155 0.5060 0.1959 0.5700 10.1073 0.1186
HAR

(0.1119) (0.1196) (0.1391) (0.0805)
0.2819 0.1356 0.3635 0.1383 1.5299 0.6647 7.8792 0.1258

HD
HAR-F

(0.1169) (0.1099) (0.0953) (0.0799) (0.3126)

0.1384 0.1421 0.5906 0.1840 0.5681 4.7210 0.1261
HAR

(0.0768) (0.1372) (0.2174) (0.1035)
0.1456 0.0890 0.4276 0.1396 0.8905 0.6296 4.0473 0.1298

IBM
HAR-F

(0.0704) (0.1198) (0.1606) (0.0925) (0.2055)

0.1305 0.2536 0.4699 0.1680 0.5063 2.5236 0.1463
HAR

(0.0534) (0.1136) (0.1710) (0.0804)
0.0833 0.1922 0.3757 0.1453 0.5154 0.5625 2.2361 0.1435

JNJ
HAR-F

(0.0537) (0.1129) (0.1518) (0.0849) (0.1487)

0.4581 0.5663 0.0294 0.3064 0.5522 61.6051 0.1514
HAR

(0.1679) (0.0916) (0.0843) (0.0857)
0.2754 0.4901 0.0205 0.1160 2.9514 0.6076 53.9679 0.1463

JPM
HAR-F

(0.2067) (0.0916) (0.0934) (0.0790) (0.7014)

0.1194 0.2298 0.5248 0.1524 0.5614 2.1257 0.1129
HAR

(0.0541) (0.1301) (0.1772) (0.0844)
0.1335 0.1550 0.3735 0.1207 0.6398 0.6407 1.7408 0.1172

KO
HAR-F

(0.0519) (0.1145) (0.1275) (0.0886) (0.1819)

0.2339 0.1434 0.4281 0.3042 0.3799 6.9138 0.1505
HAR

(0.0668) (0.1021) (0.1338) (0.0920)
0.2097 0.1207 0.2655 0.2745 0.8509 0.4515 6.1133 0.1674

MCD
HAR-F

(0.0815) (0.0990) (0.1043) (0.1070) (0.3389)

Note: The regressions are based on percentage returns. In parentheses are Newey-West estimates of standard
errors computed with Bartlett kernel and bandwidth 5. The column “QLIKE” is the average QLIKE loss.
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Ticker Model α0 αD αW αM θN Adj.R2 MSE QLIKE

0.2224 0.1110 0.5110 0.2481 0.3829 7.7918 0.1542
HAR

(0.0980) (0.0826) (0.1861) (0.1343)
0.2485 0.0597 0.2700 0.1489 1.2788 0.4971 6.3477 0.1481

MMM
HAR-F

(0.0848) (0.0630) (0.1123) (0.0938) (0.2903)

0.5114 0.1473 0.2712 0.3567 0.1892 25.1655 0.2181
HAR

(0.1704) (0.0938) (0.1288) (0.1180)
0.5330 0.1242 0.1710 0.2019 1.2020 0.2364 23.6924 0.2234

MRK
HAR-F

(0.1271) (0.0710) (0.0984) (0.0766) (0.2556)

0.1179 0.3388 0.3203 0.2416 0.5149 2.3188 0.1221
HAR

(0.0796) (0.1212) (0.0906) (0.1032)
0.1341 0.2401 0.1754 0.1847 0.6811 0.6013 1.9052 0.1294

PG
HAR-F

(0.0699) (0.0978) (0.0989) (0.1045) (0.1966)

0.1968 0.2791 0.4463 0.1766 0.5383 5.9359 0.1249
HAR

(0.0932) (0.1254) (0.1864) (0.0903)
0.2428 0.1764 0.3037 0.0985 1.1970 0.6365 4.6714 0.1269

UTX
HAR-F

(0.0794) (0.1140) (0.1327) (0.0862) (0.2487)

0.1573 0.2841 0.3932 0.2474 0.5830 6.2474 0.1274
HAR

(0.0877) (0.1316) (0.1370) (0.0829)
0.1138 0.2133 0.2520 0.2566 0.9494 0.6410 5.3769 0.1348

VZ
HAR-F

(0.0863) (0.1228) (0.1063) (0.0982) (0.3253)

0.1573 0.2841 0.3932 0.2474 0.5830 6.2474 0.1274
HAR

(0.0877) (0.1316) (0.1370) (0.0829)
0.1138 0.2133 0.2520 0.2566 0.9494 0.6410 5.3769 0.1348

WHR
HAR-F

(0.0863) (0.1228) (0.1063) (0.0982) (0.3253)

0.1596 0.2939 0.4174 0.1884 0.5491 3.4917 0.1225
HAR

(0.0681) (0.1321) (0.1360) (0.0894)
0.1499 0.2154 0.2861 0.1589 0.8005 0.6320 0.6320 0.1351

WMT
HAR-F

(0.0785) (0.1308) (0.0883) (0.0934) (0.2593)

0.2263 0.2154 0.5783 0.0902 0.5163 8.9914 0.1248
HAR

(0.1153) (0.1114) (0.1586) (0.0969)
0.1979 0.1112 0.4242 -0.0561 1.6062 0.6280 0.6280 0.1449

XOM
HAR-F

(0.0859) (0.0881) (0.0908) (0.0942) (0.4561)

Note: The regressions are based on percentage returns. In parentheses are Newey-West estimates of standard
errors computed with Bartlett kernel and bandwidth 5. The column “QLIKE” is the average QLIKE loss.
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Table 15: Out-of-sample forecasting; One-day ahead

Rolling Window Increasing Window

Ticker Model Adj.R2 MSE QLIKE Adj.R2 MSE QLIKE

HAR 0.5144 1.0000 1.0000 0.5236 1.0000 1.0000
AA

HAR-F 0.6407 0.6198 1.0689 0.6660 0.6295 1.1078

HAR 0.4909 1.0000 1.0000 0.5189 1.0000 1.0000
AIG

HAR-F 0.4958 1.0090 0.9508∗,† 0.5232 1.0189 0.9406

HAR 0.4486 1.0000 1.0000 0.4682 1.0000 1.0000
AXP

HAR-F 0.5597 0.7501 1.1099 0.5778 0.7869 1.0729

HAR 0.6000 1.0000 1.0000 0.6078 1.0000 1.0000
BA

HAR-F 0.6751 0.7854† 0.9253∗,† 0.6773 0.8673 0.9669

HAR 0.5700 1.0000 1.0000 0.5729 1.0000 1.0000
BAC

HAR-F 0.5638 1.0067 0.9210∗,† 0.5722 0.9921 0.9290

HAR 0.2625 1.0000 1.0000 0.2716 1.0000 1.0000
C

HAR-F 0.2649 0.9366 0.9825† 0.2763 0.9355 0.9025

HAR 0.6524 1.0000 1.0000 0.6582 1.0000 1.0000
CAT

HAR-F 0.7213 0.7779† 0.9560∗,† 0.7280 0.7985 1.0070

HAR 0.5684 1.0000 1.0000 0.5840 1.0000 1.0000
DD

HAR-F 0.7175 0.6426 0.9375∗ 0.7317 0.6791 1.0406

HAR 0.4207 1.0000 1.0000 0.5330 1.0000 1.0000
DIS

HAR-F 0.5360 0.6771 0.9087∗,† 0.6223 0.9265 1.0145

HAR 0.5139 1.0000 1.0000 0.5425 1.0000 1.0000
GE

HAR-F 0.5276 0.9436† 0.9122∗,† 0.5560 0.9765 0.9645

HAR 0.5278 1.0000 1.0000 0.5441 1.0000 1.0000
HD

HAR-F 0.6618 0.7258 1.0153 0.6686 0.8388 1.1485

HAR 0.5445 1.0000 1.0000 0.5601 1.0000 1.0000
IBM

HAR-F 0.6275 0.8058 0.9628 0.6383 0.8865 1.0825

Note: In the rolling scheme, the window size is fixed at 800. In the increasing scheme,
the forecast starts with the first 800 observations. Average losses are reported as ratio
to the corresponding ones of SHAR. For the column SHAR-F in the rolling scheme, en-
tries marked with a symbol means null hypothesis of the modified reality check (see
(18) and (19)) is rejected at the significance level 5%. ∗: test is conducted on the full
sample. †: test is conducted after removing outliers.

Rolling Window Increasing Window

Ticker Model Adj.R2 MSE QLIKE Adj.R2 MSE QLIKE

HAR 0.3476 1.0000 1.0000 0.4247 1.0000 1.0000
JNJ

HAR-F 0.4889 0.6756† 0.9089∗,† 0.5096 0.9628 1.0423

HAR 0.5138 1.0000 1.0000 0.5347 1.0000 1.0000
JPM

HAR-F 0.5676 0.8884 3.4673 0.5880 0.9152 1.1925

HAR 0.4963 1.0000 1.0000 0.5186 1.0000 1.0000
KO

HAR-F 0.5987 0.7531 0.9453† 0.6066 0.9254 1.1079

HAR 0.2807 1.0000 1.0000 0.3390 1.0000 1.0000
MCD

HAR-F 0.4008 0.7497 0.9981 0.4179 1.0615 1.2776

HAR 0.2970 1.0000 1.0000 0.3290 1.0000 1.0000
MMM

HAR-F 0.4356 0.7093 0.7978∗,† 0.4561 0.8104 0.9515

HAR 0.0394 1.0000 1.0000 0.0876 1.0000 1.0000
MRK

HAR-F 0.0709 0.9516 0.9368∗,† 0.1399 0.9593 1.0626

HAR 0.3441 1.0000 1.0000 0.3938 1.0000 1.0000
PG

HAR-F 0.4432 0.7511 0.9580 0.5114 0.8214 1.1051

HAR 0.5093 1.0000 1.0000 0.5501 1.0000 1.0000
UTX

HAR-F 0.6572 0.6421 0.8759∗,† 0.6734 0.7929 1.0203

HAR 0.4259 1.0000 1.0000 0.4874 1.0000 1.0000
VZ

HAR-F 0.5191 0.7778 1.0093 0.5689 0.9230 1.1405

HAR 0.4259 1.0000 1.0000 0.4874 1.0000 1.0000
WHR

HAR-F 0.5191 0.7778 1.0093 0.5689 0.9230 1.1405

HAR 0.4068 1.0000 1.0000 0.4523 1.0000 1.0000
WMT

HAR-F 0.6112 0.6339 1.0717 0.6331 0.8027 1.1984

HAR 0.4141 1.0000 1.0000 0.4491 1.0000 1.0000
XOM

HAR-F 0.5352 0.6969 0.9979 0.5808 0.7623 1.1878

Note: In the rolling scheme, the window size is fixed at 800. In the increasing scheme,
the forecast starts with the first 800 observations. Average losses are reported as ratio
to the corresponding ones of SHAR. For the column SHAR-F in the rolling scheme, en-
tries marked with a symbol means null hypothesis of the modified reality check (see
(18) and (19)) is rejected at the significance level 5%. ∗: test is conducted on the full
sample. †: test is conducted after removing outliers.
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jumps are uniformly bounded by 1; The predictable

quadratic variation 〈M , M〉t = ∫ t
0 as ds and the com-

pensator of
∑

s≤t ∆Σs 1(||Σs ||>1) is
∫ t

0 ãs ds; b̃Σ, Σ̃, ã and

a are locally bounded predictable processes.

Define f : R2 → R, f (y1, y2) = y1 y2. We consider the

generalized power variation process

V n( f ,Y )t :=∆n

bt/∆nc∑
i=1

f (∆−1/2
n ∆n

i Y )

=
bt/∆nc∑

i=1

(
(∆n

i F )2 − (∆n
i S)2) ,

which is the difference of realized volatilities. By

the well-known approximation of quadratic variation,

V n( f ,Y )
u.c.p.=⇒ [F ]− [S], where

u.c.p.=⇒ stands for conver-

gence in probability under the local uniform metric.

In other words, difference of realized volatilities con-

sistently estimates difference in quadratic variations.

To construct asymptotic confidence interval, we

note that f is globally even (i.e., f (−y1,−y2) =
f (y1, y2)) and f (y) = O(||y ||). Given a 2-by-2 matrix

C , let ρC denote the standard normal law on R2 and

define a functional ρC (g ) := ∫
R2 g (y1, y2)ρC (dy1,dy2).

By theorem 3.5 of Jacod and Protter (2012),

p
n(V n( f ,Y )t−D t )

Ls−→ M N

(
0,

∫ t

0
ρCs ( f 2)−ρ2

Cs
( f )ds

)
(28)

where Cs := ΣsΣ
>
s . This result is not immediately ap-

plicable as it involves unknown quantity Cs . However,

by theorem 3.4.1 of Jacod and Protter (2012), we have

V n( f 2,Y )− (V n( f ,Y ))2 u.c.p.=⇒
∫ t

0
ρCs ( f 2)−ρ2

Cs
( f )ds

Moreover, as equation (28) holds for stable conver-

gence in law, it follows

p
n(V n( f ,Y )t −D t )√

V n( f 2,Y )− (V n( f ,Y ))2

Ls−→ N (0,1)

Therefore, a two-sided confidence interval for D t with

asymptotic coverage rate 95% is given by

RV (F )t −RV (S)t ±1.96

×
√√√√bt/∆nc∑

i=1

(
(∆n

i F )2 − (∆n
i S)2

)2 −∆−1
n (RV (F )t −RV (S)t )2

A.2. Details about Jump Regression

In this section we enuciate implementation of the

jump regression devised by Li et al. (2017), which

is employed in investigating the empirical jump de-

pendence of SPY on ES. Let Y = (F,S)> be the two-

dimensional logarithmic price process of futures and

stock. Theory in Li et al. (2017) applies under the

slightly more restrictive assumption that Y is a Itò

semimartingale admitting the representation

Yt = Y0 +
∫ t

0
bs ds+

∫ t

0
σs dWs +

∫
[0,t ]×R

δ(s,u)µ(ds,du)

where bt takes value in R2, σt is a 2-by-d random

matrix , W a d-dimensional standard Brownian mo-

tion, δ a predictable function and µ is a Poisson ran-

dom measure. In addition, µ is assumed to have com-

pensator ν(dt ,du) = dt ⊗ λ(du), with λ being a σ-

finite measure on R. Li et al. (2017) assumes that

ν([0,T ]×R) < ∞, i.e., Y has finitely many jumps on

any compact interval. The assumption is innocuous if

our interest is confined to jumps with size larger than

any given level.

The linear jump regression model takes the form25

∆St =β∆Ft +∆εt , [F,ε] = 0 (29)

where [F,ε] denotes the quadratic variation of futures

price and idiosyncratic jump of the stock. In con-

trast to usual regression models in which orthogonal-

ity condition is formulated in terms of moments, the

jump regression model specifies orthogonality path-

wise, which means that stock-specific jump does not

occur simultaneously with jump of the futures price.

It should be stressed that the jump regression model

only sheds light on unilateral jump dependence. In

particular, equation (29) permits us to study how

jump of the stock depends on jump of the futures, but

to uncover the converse relation, i.e., how jump of the

futures depends on jump of the stock, we need to con-

sider the model ∆Ft = β∆St +∆εt instead. The rea-

son is that estimation and testing in the jump regres-

sion model (29) is only based on data around detected

jump times of the futures26.

25In fact, our discussion in subsection 2.3 shows that S and F jump
simultaneously. In other words, the idiosyncratic jump ε is iden-
tically zero. Here we simply follow Li et al. (2017) and set out a
more general framework.

26Certainly, we could easily adjust the original approach of Li et al.
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We briefly sketch how to estimate and construct

condfidence interval for the jump beta in (29). Our

notations are slightly different from those in Li et al.

(2017). Assume that Y is observed on an equidistant

grid 0,∆n ,2∆n , . . . ,n∆n , where n := bT /∆nc and ∆n is

the time elapsed between two adjacent observations.

Before proceeding, it should be underlined that we do

not consider overnight period here since stock trans-

action is halted. In other words, the data are all sam-

pled during the daytime period when stock market is

open, and what we study is jump dependence of the

two assets during the day. In the sequel we let ∆n
i X =

Xi∆n − X(i−1)∆n denote the i -th return on the given

grid, with X being either F or S. The jump regression

begins with detecting jump times by dint of threshold

method (see e.g., Mancini (2004) and Mancini (2009)).

Suppose vn is the threshold. If |∆n
i F | > vn then the

futures price is considered to jump on the interval

((i −1)∆n , i∆n]. We define a (random) set

In := {1 ≤ i ≤ n : |∆n
i F | > vn}

which collects all right endpoints of intervals on

which jumps are detected. According to proposition

1 in Li et al. (2017), with probability approaching one

In coincide with the collection of all right endpoints

of intervals which genuinely contain jump times of

the futures price. Having constructed In , we further

define

QF F,n := ∑
i∈In

(∆n
i F )2

QSS,n := ∑
i∈In

(∆n
i S)2

QSF,n := ∑
i∈In

∆n
i S∆n

i F

Naturally, we may estimate the jump beta with the

(consistent) least square estimator

β̂LS,n := QSF,n

QF F,n
=

∑
i∈In ∆

n
i S∆n

i F∑
i∈In (∆n

i F )2 , (30)

Li et al. (2017) further consider a class of weighted

(2017) to utilize data around co-jump times of the futures and
the stock. This is done by simply redefining In below as In :=
{1 ≤ i ≤ n : |∆n

i F | ∧ |∆n S| > vn }. The remaining procedures and
limit theory of the jump regression would keep unchanged. But
still this adjusted jump regression only studies unilateral jump
dependence, just as the usual regression model only reflects uni-
laterally how the regressand varies depending on the regressor.

least square estimators and show existence of an opti-

mal estimator that has minimal (conditional) asymp-

totic variance. The class of weighted least square esti-

mators they consider requires preliminary estimation

of pre-jump and post-jump spot covariance matrices

of the stock and the futures. To this end, let kn be a

sequence of positive integers such that

kn →∞ and kn∆n → 0

We also need an array of R2-valued threshold v ′
n,i that

satisfy

c−1∆ωn ≤ ||v ′
n,i || ≤ c∆ωn

where c > 0 and ω ∈ (0,1/2) are constants. Let I ′
n :=

{i ∈ In : kn + 1 ≤ i ≤ bT /∆nc−kn} be a subset of In .

For each i ∈I ′
n , the pre-jump and post-jump spot co-

variance matrices are estimated by

ĉn,i+ := 1

kn∆n

kn∑
j=1

(∆i+ j Y )(∆i+ j Y )>1(−v ′
n,i≤∆n

i+ j Y ≤v ′
n,i )

ĉn,i− := 1

kn∆n

kn−1∑
j=0

(∆n
i−kn+ j Y )(∆n

i−kn+ j Y )>1(−v ′
n,i≤∆n

i+ j Y ≤v ′
n,i )

where ≤ is defined component-wise. The class of

weighted least square estimators considered in Li

et al. (2017) is

β̂W LS,n :=
∑

i∈I ′
n

w(ĉn,i−, ĉn,i+, β̂LS,n)∆n
i S∆n

i F∑
i∈I ′

n
w(ĉn,i−, ĉn,i+, β̂LS,n)(∆n

i F )2

where w : (c−,c+,β) 7→ w(c−,c+,β) ranges over all

functions that are continuous in the first two coor-

dinates c− and c+, both of which take 2-by-2 matrix

as value. The optimal weight function that minimizes

(conditional) asymptotic variance is given by

w∗(ĉn,i−, ĉn,i+, β̂LS,n)

:= 2

(−β̂LS,n ,1)(ĉn,i−+ ĉn,i+)(−β̂LS,n ,1)>
(31)

We denote the corresponding optimal weighted least

square estimator by β̂∗
W LS,n . In our empirical work,

the prices are sampled every five-minute, i.e., ∆n =
5min. The block size kn for estimating pre-jump and

post-jump spot covariance matrices is set to 11. The

threshold vn for detecting jumps of the futures price is

determined in a data-driven way. Specifically, for the

increments ∆n
i F with i = b(t −1)/∆nc + 1, . . . ,bt/∆nc,
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vn is given by

vn = 4×
√

BV (F )t ×∆0.49
n , BV (F )t

= b1/∆nc
b1/∆nc−1

π

2

bt/∆nc∑
i=b(t−1)/∆nc+2

|∆n
i−1F ||∆n

i F | (32)

where BV (F )t is the Bipower Variation of the futures

price on day-t , an estimator of integrated variance

that is robust to jump (see Barndorff-Nielsen and

Shephard (2004)). Note that the threshold vn varies

across days due to appearance of the bipower varia-

tion BV (F )t , though we do not write the notation t

explicitly. In terms of the truncation threshold v ′
n for

estimating pre-jump and post-jump covariance ma-

trices, we further take into account the Time-of-Day

(ToD) or diurnal pattern of volatility. In particular, we

follow Bollerslev et al. (2013) and compute the Time-

of-Day factor as follows: for either X = S and X = F ,

ToD(X )i

=
n

∑T
t=1 |∆n

(t−1)n+i X |21(
|∆n

(t−1)n+i X |≤τpBV (X )t∧RV (X )t∆
$
n

)
∑nT

t=1 |∆n
t X |21(

|∆n
t X |≤τpBV (X )bt/nc∧RV (X )bt/nc∆$n

) ,

i = 1, . . . ,n

where τ > 0, $ ∈ (0,1/2) are constants, and RV (X )t

is the realized volatility of X on day-t . The con-

struction of ToD(X )i entails that it measures the ra-

tio of diffusive variation on the i -th intra-day in-

terval to the average diffusive variation of all inter-

vals. Empirical data suggests that the ToD factor is

roughly (asymmetrically) U-shaped. The threshold

v ′
n := (v ′

n(F ), v ′
n(S)) is then set as

v ′
n,i (X ) = τ

×
√(

BV (X )bi /nc∧RV (X )bi /nc
)×ToDi−bi /ncn∆

$
n

In our empirical work, τ= 2.5 and $= 0.49, which are

the same as values chosen by Bollerslev et al. (2013)

(see section 3.1 therein). Like vn , the thresholds vn,i

are also implicitly dependent on the day in our em-

pirical analysis.
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We study how unusualness of news and homogeneity of media coverage impact the stock market. Unusu-
alness of news is measured by entropy, as proposed by Mamaysky and Glasserman (2016) and Calomiris and
Mamaysky (2018), and homogeneity of media coverage is measured by average textual similarity of a (time-
varying) pool of news articles. Over the horizons ranging from one day to four weeks, neither unusualness nor
homogeneity is found to predict abnormal return or abnormal turnover. On the other hand, higher unusualness
and homogeneity are found to signal higher risk as measured by realized beta in relatively longer horizon.



1. Introduction

In this report we summarize empirical results about

our recent work that seeks to unveil how unusual-

ness of news and homogeneity of media coverage im-

pact the stock market. Previous researchers have paid

few attention to both attributes; they tend to focus on

count of news items and sentiment expressed by jour-

nalists.

1.1. Related Literature

To better appreciate the difference between our

work and the extant literature, we have a brief review

on some leading work. The readers are referred to

Loughran and McDonald (2016) for an synthetic re-

view.

Outstanding examples of alternative measure built

on textual data include sentiment1 and item count.

Sentiment measure seek to gauge the tone of a text.

Das and Chen (2007) employ five classifiers together

with a voting scheme to extract small investor senti-

ment from Yahoo! finance message boards. Tetlock

(2007) utilizes pricinpal component analysis to ex-

tract the most important semantic component from

the “Abreast of the Market” column of Wall street jour-

nal. Tetlock et al. (2008) measure sentiment with the

fraction of negative words in DJNS and WSJ stories

about S&P 500 firms. Similar measure is adopted by

Garciá (2013) in his analysis of columns of New York

Times. Loughran and McDonald (2011) gauge the

tone of 10-K filings with a lexicon customized for fi-

nancial applications. Their lexicon soon prevails and

has been used extensively in the literature. For in-

stance, Chen et al. (2014) count the fraction of neg-

ative words in Seeking Alpha articles and comments

using the lexicon of Loughran and McDonald (2011).

1It is worthy of mention that sentiment extraction is not confined
to textual news data. A salient example is the Consumer Senti-
ment Index published by University of Michigan, which is based
on telephone interview made with 500 households. Research
towered on this index is fruitful. See, inter alia, Christiansen
et al. (2014) and many references therein. Some researchers
also use economic variables to gauge sentiment. For instance,
Baker and Wurgler (2006) argue that the close-end fund dis-
count, NYSE share turnover, the number and average first-day
returns on IPOs, the equity share in new issues, and the divident
premium can be used to gauge sentiment. Kaplanski and Levy
(2010) use implied volatility as a proxy for investors’ sentiment.
We should also point out the absence of unequivocal definition
of sentiment in the literature, and at times researches might use
different terminologies, e.g. the bullishness index of Antweiler
and Frank (2004), that resemble sentiment conceptually

The recent work of Zhang et al. (2016) consider tonal

measures produced by three different lexicons.

Unusualness of news is another underexplored field

of textual news data. Unusualness refers to journal-

ists’ usage of unusual or unconventional phrases in

composition of news stories. It is likely to be caused

by change in the state of affairs about a stock or

even climate change of the macroeconomy. Hence

unusualness has the potential of presaging magni-

fied risk and turnover. Unusualness is brought to

our attention by Mamaysky and Glasserman (2016)

and Calomiris and Mamaysky (2018). The former pa-

per studies whether unusualness help in prediction

of market stress while the latter includes unusualness

along with other measures drawn from news data in

forecasting return and risk of global markets. An un-

stitched seam of the aforementioned work lies in the

predictive power of unusualness over relatively short

horizons. Mamaysky and Glasserman (2016) mainly

consider volatility forecasting at the monthly level,

and we would like to know if their conclusion carries

over to daily and weekly horizons.

To gauge homogeneity of stories dispersed by the

media, we use the average of semantic similarities of

a (running) pool of articles. Loughran and McDonald

(2016) summarize some applications of semantic sim-

ilarity measures in the realm of finance and account-

ing (under the rubric “document similarity”). Tet-

lock (2011) studies how investors react to stale news,

where his staleness measure is defined as an article’s

textual similarity to its ten preceding stories about the

same firm. Hanley and Hoberg (2010) use cosine sim-

ilarity to measure the textual difference between IPO

prospectuses. Cosine similarity also finds its usage in

Hoberg and Phillips (2010), who use in addition two

variants of cosine similarity in evaluating textual sim-

ilarity of product descriptions in 10-Ks. Calomiris and

Mamaysky (2018) build term-document matrices and

categorize words in financial news therewith.

1.2. Contributions

The present paper seeks to enrich the extant litera-

ture along several dimensions. We scrutinize whether

unusualness and homogeneity help to predict return,

risk and turnover of stocks. In particular, we focus on

the triplet of abnormal return, realized beta and ab-

1



normal turnover. We employ a fixed-effect panel re-

gression model to assess the predictive power of un-

usualness and homogeneity in forecasting the triplet.

Our present results show that both unusualness and

homogeneity cannot predict abnormal return, but

they do contain some information about future risk

and turnover of the stock, especially when the hori-

zon stretches to three weeks or four weeks.

As pointed out by Loughran and McDonald (2016),

textual studies in finance must stress the transparency

and replicability of the results. In favour of their pro-

paganda, we make efforts to give clear exposition on

all procedures in case the readers get dismayed. In

addition, our computer programs will be publicized

on github once the paper gets finalized. The raw

data, however, need to be acquired by the readers

themselves. Acquisition of the API key for retriev-

ing news articles, for example, is illustrated on Even-

tRegistry’s website. We would also like to point out

that with EventRegistry’s well-organized database, it

should be straightforward to adapt our programs to

analyse other aspects of textual data in finance.

The remainder of this report is structured accord-

ing to a customary template. Composition of the

datasets and construction of the textual measures

are described in section 2. Summary statistics and

regression results can be found in section 3. Our

present results are not comprehensive enough and

some planned work are collected in section 4. Sec-

tion 5 concludes by summarizing the findings and

propose future directions. Detailed elucidation of

data processing, construction of unusualness and ho-

mogeneity measures and software usage are collected

in the supplementary appendix.

2. Data and Methodology

2.1. Stock Data

Tickers of the stocks we consider in empirical anal-

ysis are displayed in Table 1. We retrieve transac-

tion prices and volumes (measured as shares trans-

acted) of these stocks from the NYSE’s Transactions

And Quotes (TAQ) database. We consider in addi-

tion the ETF SPDR S&P 500, also known as SPY, which

closely tracks the S&P 500 index. High frequency

data are used since we would like to quantify risk

with the more informative realized measures. The

data spans from January 1st 2014 through Decem-

ber 31st 2016, covering 1,096 calendar days and 756

trading days respectively. All downloaded raw data

are cleaned following the procedures advocated by

Barndorff-Nielsen et al. (2009), except that we do not

implement their rule T4 for removing “outliers”. For

readers’ convenience the cleaning procedures are re-

produced in Appendix A.

Table 1: Ticker symbols and EventRegistry concepts for news
retrieval

Ticker Concept Sector Primary Listing

AIG American International Group Financials NYSE

BA Boeing Industrials NYSE

BAC Bank Of America Financials NYSE

C Citigroup Financials NYSE

CAT Caterpillar Industrials NYSE

CVX Chevron Energy NYSE

DIS The Walt Disney Company Consumer Discretionary NYSE

GE General Electric Industrials NYSE

HD The Home Depot Consumer Discretionary NYSE

IBM IBM Information Technology NYSE

INTC Intel Information Technology NASDAQ

JNJ Johnson & Johnson Health Care NYSE

JPM JPMorgan Chase Financials NYSE

KO Coca-Cola Consumer Staples NYSE

MCD Mcdonald’s Consumer Discretionary NYSE

MSFT Microsoft Information Technology NASDAQ

PG Procter & Gamble Consumer Staples NYSE

T AT & T Telecommunication Services NYSE

UTX United Technologies Industrials NYSE

VZ Verizonmmunications Telecommunication Services NYSE

WMT Walmart Consumer Staples NYSE

XOM Exxon Mobil Energy NYSE

Our empirical analysis focuses on the relations

among textual news measures, return, risk and vol-

ume. Return in this paper refers to close-to-close re-

turns expressed in percentage. Abnormal return of

stock- j on day-t (denoted by AR( j )
t ) is defined as its

raw close-to-close return from day-(t−1) to day-t sub-

tracted by that of SPY2. Risk of a stock is measured by

realized beta, which is the ratio of the stock’s realized

covariance with SPY to SPY’s realized volatility. More

explicitly, from 9:45 a.m. EST on we sample trans-

action prices sampled every 25 minutes, and let r ( j )
t ,i

and r (SPY )
t ,i (1 ≤ i ≤ n) denote respectively the i -th 25-

minute intraday returns of firm j and SPY on day-t .

The resulting realized beta of firm j on date t is hence

given by

2Many previous work define abnormal return as raw return minus
the return on the CRSP value-weighted index (e.g. Tetlock (2011)
and Chen et al. (2014)). This return series is highly correlated
with the return series of SPY (with correlation coefficient almost
up to 0.9) and our conclusions are not affected by the choice of
benchmark return series.
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Rβ( j )
t ≡ Rcov ( j )

t

RV (SPY )
t

≡
∑n

i=1 r ( j )
t ,i r (SPY )

t ,i∑n
i=1(r (SPY )

t ,i )2
(1)

The formulation entails that realized beta varies from

day to day. Barndorff-Nielsen and Shephard (2004)

provide econometrics insight into realized beta in

an "in-fill" asymptotics setting (i.e. the setting of

ever-fining sampling frequency). Patton and Ver-

ardo (2012) investigate how realized betas move with

news and conclude that realized beta tend to in-

crease on earnings announcement days, but revert to

their average levels afterwards. The relative sparse

sampling frequency 25 minutes strikes a balance be-

tween finite-sample measurement error and market

microstructure noises. At the highest frequencies,

realized volatility of SPY tends to be biased by mi-

crostructure noises; the volatility signature plots in

Hansen and Lunde (2006) vividly depict the potential

bias. To mitigate the problem, a rule-of-thumb is to

sample less frequently, say every 5 minutes3. How-

ever, the presence of covariance in (1) calls forth fur-

ther concerns about the “Epps effect”(Epps (1979);

Hayashi et al. (2005); Zhang (2011)). Realized co-

variance of SPY and a stock whose transaction is

infrequent relative to SPY is biased toward zero as

sampling frequency increases, which dictates sparser

sampling. Patton and Verardo (2012) sample every 25

minutes and here we follow their suggestion. Finally,

volume is measured by number of shares transacted

a day. The abnormal turnover of stock- j on day-t , de-

noted by AT ( j )
t , is defined as its logarithmic volume on

day-t subtracted by average of its logarithmic volume

from day-(t −5) to day-(t −1) (Tetlock (2011)).

2.2. Textual news data

The textual news data used in our empirical analy-

sis, which cover the same period as the stock data, are

supplied by EventRegistry. EventRegistry is a repos-

itory of events: The events are automatically identi-

fied by analysing news articles collected from numer-

ous sources around the world. The collection is done

by dint of the Newsfeed service which monitors RSS

feeds of about 100,000 news outlets globally. When-

3For estimation of volatility, or more precisely, qudratic variation,
“5-minute” is supported by the extensive empirical analysis of
Liu et al. (2015). But their results do not stretch to covariance
estimation.

ever a new article is detected in the RSS feed, the

Newsfeed service downloads all available information

about the article and passes it to EventRegistry’s in-

ternal system which groups articles according to the

events they allude to. The system also tags each ar-

ticle with all concepts mentioned therein (to be ex-

plained soon). On average EventRegistry captures

about 200,000 news articles a day, which are written in

various languages, with English, Spanish and German

being the most prominent ones. EventRegistry is in-

deed featured by its cross-lingual event-classification

system. However, for our purpose we mainly down-

load news articles stored by EventRegistry and do not

exploit any further functionality. For more detailed

introduction to EventRegistry, see Leban et al. (2014)

and Rupnik et al. (2016).

We now elaborate how we filter and download the

articles. Less patient readers may check Appendix A,

in which we give a concise summary of the proce-

dures. To download news articles from EventRegistry

we make use of the python package eventregistry4.

Download requires user-specific API key whose ac-

quisition is elaborated on EventRegistry’s website.

Key options for customizing download include con-

cepts, news sources and language. Concepts of an arti-

cle comprehends both concrete entities and abstract

ideas that have entries on Wikipedia. For instance,

in the article titled “Markets slide on news: Trump

is cancelling North Korea summit” and released by

NBC news, leading concepts include but not limited

to “Donald J. Trump”, “Kim Jong-un”, “North Korea”,

“Market”, “Singapore” (the place where the summit

was planned to hold) and so forth. In order to retrieve

articles about a given stock, we need to find its cor-

responding concept (typically the company’s name)

registered in EventRegistry. Ticker symbols of the

stocks we consider and the corresponding concepts

used to download news articles are listed in Table 1.

It should be remarked that the table is not exhaustive,

however. Take Microsoft for example. Many products

of Microsoft, such as windows (the operating system),

office (the software) and surface (the touchscreen PC),

have their own concepts (they are “Microsoft Win-

dows”, “Microsoft Office” and “Microsoft Surface” re-

spectively). News articles centred exclusively on these

4Available on https://github.com/EventRegistry/

event-registry-python.
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products might be left out since we only select the

concept “Microsoft”. We decide to exclude concepts

related to specific products or services, since the bas-

ket of products and services changes from time to

time, which renders tracking of the concepts almost

impossible. News sources in EventRegistry are di-

vided into 11 groups, which are summarized in panel

A of Table 2. If the news sources are not circum-

scribed, the results may be contaminated by discred-

itable sources. For our analysis, the news source is

limited to Business/ER’s Top 255, which encompasses

most leading media in the world. The full list can be

found in panel B of Table 2. It is worthy of mention

that in addition to those sources widely used in fi-

nance research, such as Bloomberg, Reuters and The

Wall Street Journal, some novel but renowned sources

such as Business Insider and The Economist are in-

cluded as well. Besides, some media based outside

English-speaking countries are among the list. For

instance, Nikkei Asian Review is an English-language

business journal belonging to Nikkei Inc., which is

headquartered in Tokyo and owns also the world’s

largest financial newspaper, The Nikkei. We also find

Forbes India, an example of foreign edition of US-

based magazine. Finally, in terms of language, we only

keep English news.

To each article EventRegistry attaches a Boolean

value indicating whether it duplicates6 another arti-

cle. We remove all articles that are labelled as dupli-

cated. The remaining ones are used for our empirical

analysis.

2.3. Unusualness and homogeneity

measures

This subsection provides an overview of the un-

usualness and Homogeneity measures that we build.

More detailed descriptions are contained in Ap-

pendix B. For each measure, we first give succinct in-

5We remark that one could manually specify the sources. For in-
stance, one may download articles only from The Wall Street
Journal (WSJ), or from the pool of WSJ, Bloomberg and The
New York Times. We do not specify the sources simply because
the Business/ER’s Top 25 list has already included most sources
used in research and contained in addition some other influen-
tial media.

6It needs to be clarified that duplication does not mean that the
article is conceptually the same as another article, i.e. the two
articles are classified by EventRegistry under the same event. It
means that the articles captured at different moment have ex-
actly the same content.

Table 2: Groups of news sources

Panel A: Groups of news sources in EventRegistry

Business/ER’s top 25 General/ER’s top 10 General/ER’s top 25

General/ER’s top 50 Gossip/ER’s top 15 Public relation sources

Science/ER’s top 15 Security/ER’s top 15 Sport/ER’s top 25

Sport/Most sport related sources Technology/ER’s top 20

Panel B: English News sources in the group Business/ER’s top 25

Source Name Source URL

The Banker thebanker.com

Bloomberg bloomberg.com:443

Bloomberg Business bloomberg.com

Business Insider businessinsider.com

Business Insider uk.businessinsider.com

Business Insider Australia businessinsider.com.au

CNBC cnbc.com

CNN Money money.cnn.com

Economic Times economictimes.indiatimes.com

Financial Times ft.com

Forbes forbes.com

Forbes India forbesindia.com

Handelsblatt Global Edition global.handelsblatt.com

International Business Times ibtimes.com

International Business Times UK ibtimes.co.uk

International Business Times India ibtimes.co.in

Nikkei Asian Review asia.nikkei.com

Reuters reuters.com

The Economist economist.com

The Wall Street Journal wsj.com

troduction in a general setting and then elaborate its

computation specifically for our empirical analysis.

2.3.1. Article unusualness: Entropy

Straight after Lehman Brothers filed bankruptcy,

the phrase “bankruptcy of Lehman Brothers”, which

had no occurrence in historical archives by the time,

cropped up and permeated global news. It may be

taken as an example embodying the intuition that

unusual phrases would take up a pronounced pro-

portion in articles about an impactful event. Conse-

quently, unusualness could potentially signal change

in fundamental value and risk of a stock, and we

would like to assess empirically its predictive power.

An article A is an ordered sequence of words A ≡
(w1, · · · , wN ). Unusualness of A could be measured by

P(A), the probability of composition of A: the lower

the probability, the more unusual is the text. Such

probability could be represented as product of con-

ditional probabilities:

P(A) =P(w1)×
N∏

i=2
P(wi |w1, · · · , wi−1)

Calculation of the conditional probability

P(wi |w1, · · · , wi−1) is elusive when i gets large,

and some computationally straightforward approxi-
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mation is often needed. One such approximation is

achieved by dropping dependence on remote words.

In particular, one might use the approximation

P(A) ≈
N∏

i=n
P(wi |wi−n+1, · · · , wi ) (2)

that is, all conditional probabilities with i < n

are dropped and in addition we approximate each

P(wi |w1, · · · , wi−1) by P(wi |wi−n+1, · · · , wi ). An n-

tuple of ordered words is often called n-gram in the

literature. Thus we call (2) an n-gram approximation

of the probability of the article A. For an informative

introduction to language modelling with n-grams, the

readers are referred to the monograph of Jurafsky and

Martin (2017).

Since the probability model is unknown, each

P(wi |wi−n+1, · · · , wi−1) needs be estimated. For esti-

mation we must specify a training set, which is a col-

lection of n-grams. For each n-gram (wi−n+1, · · · , wi )

(resp. (n − 1)-gram (wi−n+1, · · · , wi−1)) we denote

by c(wi−n+1, · · · , wi ) (resp. c(wi−n+1, · · · , wi−1)) its

count in the training set. A simple estimator

P(wi |wi−n+1, · · · , wi ) is given by frequency of the word

wi following the (n −1)-gram (wi−n+1, · · · , wi−1):

c(wi−n+1, · · · , wi )

c(wi−n+1, · · · , wi−1)

In practice such estimator needs be “smoothed” be-

cause of the possibility of unseen context in the train-

ing set, viz. the denumerator c(wi−n+1, · · · , wi−1) is

zero. Jurafsky and Martin (2017) (pp. 47-53) dicusses

about various smoothing methods. Here we follow

Mamaysky and Glasserman (2016) and Calomiris and

Mamaysky (2018) by using one of the simplest meth-

ods, the Laplace smoothing:

fi ≡ c(wi−n+1, · · · , wi )+1

c(wi−n+1, · · · , wi−1)+10
(3)

Plugging the estimates into (2) yields an estimator of

P(w1, · · · , wN ),

P̂(A) ≈
N∏

i=n
fi

Thus unusualness of the text (w1, · · ·wN ) can be

gauged by
∏N

i=n fi .

The unusualness measure
∏N

i=n fi is used by Ma-

maysky and Glasserman (2016) in forecasting mar-

ket stress. They further compute an entropy measure

which we shall adopt in empirical analysis. The en-

tropy of the text (w1, · · · , wN ) is defined by

E(A) ≡− 1

N −n +1
log P̂(A) =− 1

N −n +1

N∑
i=n

log fi

(4)

Apparently, a large entropy suggests that the text is

highly unusual.

In our empirical analysis, we measure unusualness

by the entropy defined in (4). Key ingredients in com-

puting the entropy include n, i.e. size of the gram,

and the training set. Like Mamaysky and Glasser-

man (2016) and Calomiris and Mamaysky (2018), we

set n = 4, which is a common choice in the literature

on language processing (p. 40, Jurafsky and Martin

(2017)). On the other hand, Figure 1 sketches how we

collect dated articles to build training set for both the

unusualness (entropy) and homogeneity measures.

For each date t , be it a trading day or not, let t (o)

and t (c) denote 09:30 EST and 16:00 EST respectively,

that is, the usual opening and closing time of the US

stock market. Let t −h be the last trading day (h ≥ 1),

where dependence of h on t is suppressed for nota-

tional ease. For articles related to any firm in our port-

folio released during [(t−h)(c), t (c)], which covers both

the inactive period [(t −h)(c), t (o)] and the active pe-

riod [t (o), t (c)], we build a corpus Dt by amalgamating

dated articles about all firms released during the 30-

day interval [(t −h −29)(c), (t −h)(c)]. Hence, in com-

puting entropy of articles on, say, AIG, past articles

about IBM and Microsoft are used. Our initial con-

sideration is to enlarge the training set, since there

may be only a small amount of news about AIG itself.

Because news about different firms can still exhibit

linguistic homogeneity, such as usage of the same

jargons and terminologies in describing events, and

the same phrases in expressing sentiment, such way

of building the corpus seems plausible. Main body

of each article in the corpus is extracted and further

parsed into n-grams according to rules elaborated in

Appendix B. The collection of all these n-grams forms

the training set. Having formed the training set, for

each article released during [(t −h)(c), t (c)], we extract

its main body and normalize it to text (w1, · · · , wN ) fol-

lowing the procedures illustrated in Appendix B. En-

tropy of the normalized article A ≡ (w1, · · · , wN ) can

then be evaluated according to (4).
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Figure 1: Construction of corpus for unusualness and homogeneity measures

2014/01/01 (t−h−29)(o) (t−−−h−−−29)(c) (t−h)(o) (t−−−h)(c) t (o) t (c)

Dated articles Dt
for forming training set

Articles with unusualness
and homogeneity measures to be computed

Note: The figure depicts how we collect dated articles to build training set for computation of the unusualness and homogeneity measures.

t (o) and t (c) denote the opening (≡ 09 : 30 EST) and closing (≡ 16 : 00 EST) time of the US stock market respectively. To compute the two

measures of articles related to any firm and released during [(t−h)(c), t (c)], we collect dated articles related to all firms and released during

the 30-day interval [(t −h −29)(c), (t −h)(c)], and build the training set therewith.

2.3.2. Article dissimilarity: Cosine Similarity

The unusualness measure entropy discussed in

subsubsection 2.3.1 is technically different from the

homogeneity measure that we introduce in the next a

few paragraphs. Broadly speaking, construction of the

homogeneity measure is divided into two stages. In

the first stage, each article is represented as a numeric

vector. In the second stage, we quantify the seman-

tic similarities between articles based on their vector

representations. The homogeneity of media cover-

age is gauged by the average semantic similarity. Dif-

ferent combinations of technologies used in the two

stages result in different homogeneity measures. We

find it more appropriate to discuss first about the fi-

nal homogeneity measure built in the second stage.

The tools we wield in the first stage will be introduced

afterwards.

Given a pair of articles A and B represented as nu-

meric vectors, a widely used metric for similarity be-

tween A and B is the cosine similarity. It is defined as

cosine(A,B) ≡ A ·B

|A||B | (5)

where A·B is the inner product of A and B , and |A| and

|B | are their Euclidean norms. As we shall see below,

the vector representations of articles have nonnega-

tive coordinates, therefore the cosine similarity takes

value between 0 and 1. The cosine similarity between

A and B reaches its maximum if the two articles have

exactly the same representations. It is zero if the two

articles are orthogonal, viz. having zeros in different

dimensions, which suggests strong dissimilarity.

In our empirical analysis, a measure for homogene-

ity of media coverage is erected on the cosine simi-

larity as follows. On each date t , we collect all arti-

cles released during the 10-day interval [(t−10)(c), t (c)]

and enumerate them as B1, · · · ,BI . We then calculate

cosine similarity for each pair of B1, · · · ,BI . The ho-

mogeneity measure is defined as average of the cosine

similarities.

There are other metrics for similarity (or dissimi-

larity) between articles widely used in the literature.

Examples of alternative similarity metrics include the

Jaccard measure (Tetlock (2011)), the Dice measure,

the Jensen-Shannon divergence and so forth. The

readers may refer to chapter 15 of Jurafsky and Mar-

tin (2017) for these alternatives. It should be men-

tioned that our homogeneity measure is very similar

to the staleness measure of Tetlock (2011). In particu-

lar, Tetlock (2011) uses the Jaccard measure, and his

corpus is built of ten recent articles. The main dif-

ference between our homogeneity measure and his

staleness measure lies in that we compute similari-

ties between all pairs of articles and then take average,

while Tetlock (2011) computes only similarities be-

tween newly released article and dated articles. Such

difference leads to different interpretations of the two

measures. Another difference is that we only consider

the cosine similarity in our empirical analysis, since it

is arguably the most common metric in natural lan-

guage processing and information retrieval (p. 279,

Jurafsky and Martin (2017)).

2.3.3. Article representation: TF-IDF

This section gives a cavalier review of the term

frequency-inverse document frequency (abbr. TF-IDF)

measure that we use for representing articles. After

we present the empirical results using the TF-IDF rep-

resentation, we shall consider in section 4 another

prevalent representation approach Word2Vec for ro-

bustness check.

As remarked by Jurafsky and Martin (2017) (p. 278),

TF-IDF plays a dominant role in information retrieval.

It is formed as the product of two factors – the term
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frequency and the inverse document frequency. Here

term refers to any word7 in an user-defined vocab-

ulary V . Let the words in V be indexed by V ≡
{w1, · · · , wd }. Given an article A, for each word w j the

term frequency of w j in article A is defined as

T F (w j , A) ≡ Number of times w j appearing in A (6)

On the other hand, let D be a corpus, or more pre-

cisely, a collection of articles (documents). The in-

verse document frequency of word w j relative to D is

defined by

I DF (w j ,D) ≡ log
N (D)

N (w j ,D)
(7)

where N (D) is the size (i.e. number of articles) of

D, and N (w j ,D) is the size of the subset of articles

containing w j . The logarithmic transform is an usual

way to “squash” the value. I DF (w j ,D) might be in-

terpreted as a measure of “rareness” of the word w j

relative to the collection D. The rarer is w j in D, the

larger is I DF (w j ,D). The resulting TF-IDF measure

for w j is

T F I DF (w j , A,D) ≡ T F (w j , A)× I DF (w j ,D) (8)

The TF-IDF increases proportionally as the occur-

rence of w j in the article A, and is offset by the fre-

quency of w j in the collection D. Once we have calcu-

lated T F I DF (w j , A,D) for each w j , the article A can

then be represented as a d-dimensional numeric vec-

tor

A ≡ (T F I DF (w1, A,D), · · · ,T F I DF (wd , A,D)) (9)

which is called the TF-IDF representation of the article

A.

7The TF-IDF representation of articles can be easily generalized
to n-grams and such generalization has already found its appli-
cation in finance. Tetlock (2011), for instance, builds his stale-
ness measure with bigram as well. We do not find such gener-
alization favourable in our analysis, however. In n-gram model,
position of words makes a difference, which renders matching
of the n-grams very difficult. On our dataset, even with bigram
the cosine similarities drop systematically to below 0.1, which
would at times falsely imply strong dissimilarity of the articles’
contents, let alone n-gram with n ≥ 3. Therefore we do not con-
sider n-grams in our analysis below.

After obtaining the TF-IDF representations of all

relevant articles, we could further calculate the ho-

mogeneity measure presented in subsubsection 2.3.2.

Technically, this homogeneity measure differs from

the unusualness measure introduced in subsubsec-

tion 2.3.1 in that the TF-IDF representation does not

account for position or order of the words; only fre-

quencies of the words matter.

The vocabulary is key to the TF-IDF representation.

Initially we considered merging several popular lexi-

cons8, but later we decide to build the vocabulary in

a data-driven way. In our empirical analysis, again

for any article released during [(t −h)(c), t (c)] we build

first the corpus as sketched in subsubsection 2.3.2.

Each article in the corpus is normalized and tokenized

into words following the procedures described in Ap-

pendix B. The vocabulary is then built by picking out

the d ≡ 104 most frequent words. The size d is a rule-

of-thumb in the natural language processing; See p.

274 of Jurafsky and Martin (2017).

3. Empirical Analysis

3.1. Summary statistics

Table 3 presents total news count on different kinds

of days9. Along the time dimension, we see that for

most of the firms the count follows roughly a uniform

distribution over the weekdays, and as expected much

less news are reported during the weekend and on

holidays. On the other hand, the cross-sectional re-

sults differ a lot from firm to firm. For instance, over

all trading days Microsoft has close to 25,000 news

items, which is about 13 times more than America

International Group (AIG), Caterpillar (CAT) and so

on. As mentioned above, the shortage of news about

some firms is indeed one of the reasons that we ag-

gregate articles about all firms in building the training

corpus for textual measures.

Figure 2 shows size of the (running) corpora D(10)
t

(for homogeneity measure) and D(30)
t (for entropy

measure) that are used to built the textual measures.

When the 10-day interval is used, there are on aver-

8Specifically, we considered merging the lexicon by Loughran
and McDonald (2011) and a list of financial words found on
wikipedia.

9Here for “one day” we mean the time period from 16:00 EST on
one calendar day to 16:00 EST on the next.
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age about 1,300 articles used to build textual mea-

sures, whereas the average rises to about 4,000 if the

30-day is in effect. The sizes are also seen to vary a

lot. For example, the minimal size of D(10)
t is about

100. A potential problem is that the entropy could be

upward biased and falsely impart unusualness if the

corpus is too small. Indeed, it becomes hard to match

an n-gram in the training corpus if the latter has very

limited size, and the frequency estimate in equation

(3) will tend to its lower bound 0.1, thereby leverag-

ing the entropy. On the other hand, small size of the

corpus is not a problem for the homogeneity measure,

as long as we correctly interpret it as measuring ho-

mogeneity of articles in a given corpus. This is why

we use a 30-day interval for computing unusualness

measure and a 10-day interval for homogeneity mea-

sure respectively.

Table 3: Total count of news

Ticker Mon Tue Wed Thu Fri Sat Sun Trading Break

AIG 284 439 378 402 406 112 63 1893 116

BA 1583 1894 2399 2027 1742 635 563 9503 366

BAC 1930 2162 2334 2213 2144 461 379 10670 347

C 2908 3312 3387 3522 3188 603 645 16090 393

CAT 308 353 338 456 322 68 47 1767 90

CVX 719 826 800 687 881 181 107 3873 179

DIS 1581 1760 1854 1849 1685 626 752 8582 377

GE 94 92 102 78 70 14 14 430 50

HD 415 767 593 453 448 136 85 2637 151

IBM 1768 2158 2121 1889 1422 434 324 9204 337

INTC 2201 2648 2898 2649 2101 616 588 12301 360

JNJ 847 765 717 797 690 270 440 3721 206

JPM 2785 3554 3603 3529 3370 654 573 16614 390

KO 220 288 322 280 195 57 64 1280 95

MCD 1153 1441 1421 1262 1086 398 303 6269 305

MSFT 4563 5491 5494 5374 4475 1509 1175 24972 434

PG 519 619 617 572 594 152 112 2888 168

T 1245 1425 1582 1574 1343 386 296 7090 285

UTX 345 442 446 383 339 95 54 1931 95

VZ 1240 1639 1339 1489 1185 364 258 6809 290

WMT 1800 2161 2288 2646 2306 596 463 11029 373

XOM 1846 2308 2296 2403 2176 450 503 10934 261

1 This table presents news count on different kinds of days. The column ’Break’ refers
to non-trading days, including weekends and holidays. The last column ’No News’
displays percentage of days (over all calendar days) when there are no news captured.

3.2. Regression analysis

We carry out a set of regressions to scrutinize the

impact of unusualness and homogeneity of news. We

introduce some notations to ease exposition. For any

generic quantity S( j )
t , we define S( j )

u|v ≡ 1
u−v+1

∑v
t=u S( j )

t

as its (running) average. Let Y ( j )
t denote a generic

dependent variable in concern; in our context it is

one of abnormal return, realized beta and abnormal

turnover. Also let N ( j )
t denote either the unusualness

or the homogeneity measure. We consider the follow-

ing fixed effect panel regression model

Y ( j )
t+1|t+τ =α+γN ( j )

t +δ′X ( j )
t +u( j )

t (10)

For statistical inference we use the clustered-robust

standard errors. All results are produced by virtue

of the Matlab panel data toolbox contributed by Al-

varez et al. (2017). The integer τ ≥ 1 determines the

horizon of aggregating the dependent variable. In our

analysis τ ranges from one day (τ = 1) to four weeks

(τ = 20). The control variables X ( j )
t are collected in

Table 4. When the dependent variable is abnormal

return, it is a standard practice in the literature to

include lagged abnormal returns as control variables

(Tetlock (2011) and Chen et al. (2014)). Most previous

work include volatility measure as well, but here we

employ the risk measure realized beta instead, which

we find to be significant. When realized beta is taken

as dependent variable, our specification of control

variables is analogue to the prevalent heterogeneous

autoregressive (HAR) model (Corsi (2009)) in the liter-

ature of volatility forecasting. Specifically, we include

past daily, weekly and monthly averages of realized

betas as control variables. The cascade of realized be-

tas aggregated over different time horizons captures

the heterogeneous spectrum of investors who trade

at different frequencies and thereby spawn different

risk components; see the motivating discussion in p.

178 of Corsi (2009). Our control variables are higly

overlapped with those in Tetlock (2011) when abnor-

mal turnover is in concern. In particular we incorpo-

rate logarithmic market capitalization (log(MC ( j )
t )) at

the end of day-t , and the day-(t −4) to day-t average

of Amihud’s illiquidity measure I L( j )
t−4|t (see Amihud

(2002)), where

I L( j )
t ≡ 106 × |Retur n( j )

t |
V olume( j )

t

The 5-day average of news count Count ( j )
t is used as

control variable in all cases. The use of raw or trans-

formation of news count is fairly common in the liter-

ature. Engle et al. (2011), for instance, document that

increment of news count precedes rise in volatility.

3.2.1. Abnormal return

We take first abnormal return as dependent vari-

able in (10). Parameter estimates, test statistics and

8



Figure 2: Size of the corpora
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Note: The plot presents size (i.e. number of articles) of the running corpora D(10)
t (the upper panel) and D(30)

t

(the lower panel) respectively. Construction of the corpora are illustrated in subsubsection 2.3.1. See also the

notes beneath Figure 1.

Table 4: Control variables for the regression model

Dependent Variable Main Control Variables Other Control Variables

AR
( j )
t+1|t+τ AR

( j )
t , AR

( j )
t−1, AR

( j )
t−2, Rβ

( j )
t , AT

( j )
t , Count

( j )
t−4|t Pos

( j )
t , Neg

( j )
t

Rβ
( j )
t+1|t+τ AR

( j )
t , Rβ

( j )
t , Rβ

( j )
t−4|t , Rβ

( j )
t−21|t , AT

( j )
t , Count

( j )
t−4|t Pos

( j )
t , Neg

( j )
t

AT
( j )
t+1|t+τ AR

( j )
t , Rβ

( j )
t , AT

( j )
t , log(MC

( j )
t ), I L

( j )
t−4|t , Count

( j )
t−4|t Pos

( j )
t , Neg

( j )
t

1 This table gathers control variables that we use in the regression model (10). For any generic statistic S
( j )
t ,

we define S
( j )
u|v ≡ 1

v−u+1
∑v

t=u S
( j )
t as average of the statistic from day-u to day-v .

2 AR
( j )
t is the abnormal return of stock- j on day-t , defined as its close-to-close return from day-(t −1) to

day-t subtracted by that of SPY; Rβ
( j )
t is realized beta defined in (1); AT

( j )
t is the abnormal turnover of

stock- j on day-t , defined as its volume (i.e. number of transactions) on day-t minus the its average vol-

ume from day-(t −5) to day-t ; Count
( j )
t is the count of news items about stock- j on day-t ; MC

( j )
t is the

market capitalization, defined as the product of closing price and outstanding shares; I L
( j )
t is the illiquid-

ity measure of Amihud (2002), defined as 106 times the ratio of absolute daily return to volume.
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Table 5: Abnormal return and unusualness

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Unusualness
( j )
t 0.0485 0.0315 0.0422 0.0301 0.0198

(1.38) (1.07) (1.44) (1.04) (0.67)

AR
( j )
t 0.0271 -0.0045 -0.0009 0.0008 0.0009

(2.34) (-1.18) (-0.40) (0.35) (0.50)

AR
( j )
t−1 -0.0206 -0.0101 -0.0017 -0.0010 -0.0009

(-2.42) (-2.37) (-0.82) (-0.56) (-0.52)

AR
( j )
t−2 -0.0120 -0.0048 -0.0008 0.0000 0.0005

(-1.00) (-0.91) (-0.35) (0.01) (0.23)

Rβ
( j )
t 0.0089 0.0148 0.0061 0.0042 0.0045

(0.57) (1.96) (1.25) (0.82) (0.84)

AT
( j )
t 0.0320 0.0171 0.0019 0.0004 0.0008

(1.05) (1.33) (0.28) (0.09) (0.20)

Count
( j )
t−4|t 0.0001 -0.0010 -0.0027 -0.0012 -0.0009

(0.05) (-0.90) (-2.84) (-1.16) (-0.89)

Adj. R2 -0.01% -0.03% 0.06% -0.08% -0.11%

1 This table reports parameters estimates, test statistic (in parenthesis
under estimate) and adjusted R2 of the regression model in (10), with

AR
( j )
t+1|t+τ taking place of Y

( j )
t+1|t+τ. The main control variables can be

found in Table 4.

adjusted R2 are summarized in Table 5 and Table 6.

Overall, the fits are quite unsatisfactory, with adjusted

R2’s being negative for all horizons but two weeks (τ=
10). The lagged abnormal returns AR( j )

t and AR( j )
t−1

have significant impact on one-day ahead abnormal

returns, but become insignificant as τ increases (ex-

cept AR( j )
t−1 for τ = 5). The variables in concern, un-

usualness and homogeneity, are insignificant for all

horizons. Our findings seem to suggest that unusu-

alness and homogeneity are not as valuable as sen-

timent measures, which are often found to possess

predictive power for abnormal returns (Tetlock (2007);

Tetlock et al. (2008); Chen et al. (2014)). Specifi-

cally, most work find the fraction of negative words to

presage decrease in returns, and both the usualness

and the homogeneity measures are by construction

devoid of such information.

3.2.2. Realized beta

How are unusualness of news and homogeneity of

media coverage related to risk of the stocks? Intu-

itively, the use of unusual phrases by journalists might

signal change in state of affairs about the stock, which

could be accompanied by increased risk. The homo-

geneity of media coverage, on the other hand, reflects

high attention paid to the stock, which may leverage

the risk as well.

We put these hypotheses drawn from intuition to

test and summarize the results in Table 7 and Table 8.

Table 6: Abnormal return and homogeneity

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Homog enei t y
( j )
t 0.0318 0.0347 0.0494 0.0352 0.0303

(0.77) (1.14) (1.58) (1.09) (0.88)

AR
( j )
t 0.0271 -0.0044 -0.0008 0.0008 0.0010

(2.34) (-1.17) (-0.37) (0.37) (0.52)

AR
( j )
t−1 -0.0205 -0.0100 -0.0017 -0.0010 -0.0009

(-2.41) (-2.37) (-0.81) (-0.55) (-0.52)

AR
( j )
t−2 -0.0120 -0.0047 -0.0008 0.0000 0.0005

(-0.99) (-0.91) (-0.34) (0.02) (0.23)

Rβ
( j )
t 0.0092 0.0149 0.0062 0.0043 0.0045

(0.59) (1.96) (1.26) (0.83) (0.84)

AT
( j )
t 0.0315 0.0169 0.0016 0.0002 0.0007

(1.04) (1.30) (0.24) (0.05) (0.18)

Count
( j )
t−4|t 0.0005 -0.0009 -0.0025 -0.0011 -0.0009

(0.25) (-0.74) (-2.57) (-1.00) (-0.83)

Adj. R2 -0.02% -0.03% 0.03% -0.10% -0.10%

1 This table reports parameters estimates, test statistic (in parenthesis un-
der estimate) and adjusted R2 of the regression model in (10), with

AR
( j )
t+1|t+τ taking place of Y

( j )
t+1|t+τ. The main control variables can be

found in Table 4.

First of all, our inclusion of daily, weekly and monthly

averages of lagged realized betas is endorsed by the

coefficients which are significant at all conventional

levels. The unusalness measure is found to signal in-

creased risk for three- (τ= 15) and four-week (τ= 20)

ahead prediction but not in shorter horizons. Homo-

geneity of media coverage, on the other hand, is not

significant for any horizon.

3.2.3. Abnormal turnover

Finally, regression results for abnormal turnover are

collected in Table 9 and Table 10. None of the coeffi-

cients of unusualness and homogeneity are found to

be significant.

4. Plan Ahead: Robustness

Check

The work we have done thus far are still not con-

siderate enough. In the next step, we plan to re-

fine our study along several dimensions. First of all,

our current dataset contains just more than 20 stocks.

We shall expand the pool to incorporate at least 100

stocks, and data for 100 constituents of S&P 500 index

with large market capitalizations have already been

prepared. Apart from expanding the dataset, we also

plan to check whether our conclusions are robust to

alteration of several crucial factors, such as estimate

10



Table 7: Realized beta and unusualness

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Unusualness
( j )
t 0.0211 0.0235 0.0251 0.0337 0.0308

(0.84) (1.21) (1.42) (2.16) (1.88)

AR
( j )
t -0.0035 -0.0038 -0.0027 -0.002 -0.0025

(-0.64) (-1.83) (-1.57) (-1.59 (-1.69)

Rβ
( j )
t 0.0349 0.0196 0.0124 0.0086 0.0087

(4.00) (4.55) (4.45) (4.25) (5.81)

Rβ
( j )
t−4|t 0.0952 0.0560 0.0363 0.0341 0.0404

(5.06) (2.80) (2.37) (2.66) (3.80)

Rβ
( j )
t−21|t 0.4968 0.5275 0.5304 0.5243 0.4951

(11.71) (10.57) (9.93) (10.47 (10.30)

AT
( j )
t 0.0034 0.0107 0.0007 -0.001 -0.0019

(0.19) (1.17) (0.17) (-0.39 (-0.55)

Count
( j )
t−4|t 0.0004 0.0001 0.0005 -0.000 0.0003

(0.54) (0.09) (0.71) (-0.00 (0.33)

Adj. R2 5.07% 16.02% 22.75% 26.63% 28.19%

1 This table reports parameters estimates, test statistic (in parenthesis
under estimate) and adjusted R2 of the regression model in (10), with

Rβ
( j )
t+1|t+τ taking place of Y

( j )
t+1|t+τ. The main control variables can be

found in Table 4.

Table 8: Realized beta and homogeneity

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Homog enei t y
( j )
t 0.0263 0.0196 0.0284 0.0367 0.0261

(0.96) (0.80) (1.08) (1.61) (1.15)

AR
( j )
t -0.0035 -0.0038 -0.0027 -0.0021 -0.0025

(-0.63) (-1.82) (-1.54) (-1.55) (-1.65)

Rβ
( j )
t 0.0349 0.0196 0.0124 0.0086 0.0088

(4.00) (4.55) (4.44) (4.21) (5.75)

Rβ
( j )
t−4|t 0.0951 0.0557 0.0362 0.0339 0.0400

(5.09) (2.82) (2.38) (2.67) (3.80)

Rβ
( j )
t−21|t 0.4973 0.5291 0.5312 0.5257 0.4972

(11.71) (10.67) (9.99) (10.46) (10.26)

AT
( j )
t 0.0033 0.0105 0.0006 -0.0018 -0.0021

(0.18) (1.16) (0.14) (-0.44) (-0.61)

Count
( j )
t−4|t 0.0005 0.0002 0.0006 0.0002 0.0005

(0.62) (0.29) (0.79) (0.17) (0.52)

Adj. R2 5.07% 16.00% 22.73% 26.59% 28.13%

1 This table reports parameters estimates, test statistic (in parenthesis un-
der estimate) and adjusted R2 of the regression model in (10), with

Rβ
( j )
t+1|t+τ taking place of Y

( j )
t+1|t+τ. The main control variables can be

found in Table 4.

Table 9: Abnormal turnover and unusualness

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Unusualness
( j )
t 0.0072 -0.0009 -0.0045 -0.0100 -0.0084

(0.55) (-0.07) (-0.72) (-1.64) (-1.65)

AR
( j )
t -0.0041 -0.0040 -0.0030 -0.0017 -0.0011

(-1.40) (-2.12) (-2.21) (-2.21) (-1.47)

Rβ
( j )
t -0.0098 -0.0071 -0.0015 -0.0008 -0.0009

(-1.50) (-1.90) (-0.77) (-0.57) (-0.77)

AT
( j )
t 0.3290 -0.0007 -0.0344 -0.0284 -0.0186

(19.25) (-0.15) (-16.33) (-14.20 (-17.01)

log(MC ( j )t ) -0.0192 0.0066 0.0225 0.0303 0.0290

(-1.48) (0.44) (1.97) (3.12) (3.54)

I L
( j )
t−4|t 35.752 25.195 22.645 15.999 12.863

(2.33) (2.01) (2.48) (2.49) (2.32)

Count
( j )
t−4|t -0.0032 -0.0032 -0.0024 -0.0017 -0.0014

(-4.28) (-4.37) (-5.17) (-4.09) (-3.64)

Adj. R2 10.64% 0.64% 2.53% 3.45% 3.27%

1 This table reports parameters estimates, test statistic (in parenthesis un-
der estimate) and adjusted R2 of the regression model in (10), with

AT
( j )
t+1|t+τ taking place of Y

( j )
t+1|t+τ. The main control variables can be

found in Table 4.

Table 10: Abnormal turnover and homogeneity

τ= 1 τ= 5 τ= 10 τ= 15 τ= 20

Homog enei t y
( j )
t 0.0310 0.0307 0.0139 0.0022 -0.0002

(1.71) (1.64) (1.51) (0.25) (-0.02)

AR
( j )
t -0.004 -0.0040 -0.0030 -0.0017 -0.0011

(-1.40 (-2.12) (-2.21) (-2.23) (-1.48)

Rβ
( j )
t -0.009 -0.0073 -0.0016 -0.0009 -0.0010

(-1.52 (-1.96) (-0.84) (-0.64) (-0.84)

AT
( j )
t 0.3291 -0.0006 -0.0343 -0.0283 -0.0185

(19.27 (-0.12) (-16.16) (-14.21) (-17.04)

log(MC ( j )t ) -0.018 0.0085 0.0237 0.0312 0.0297

(-1.44 (0.60) (2.15) (3.41) (3.78)

I L
( j )
t−4|t 36.205 26.039 23.232 16.553 13.275

(2.34) (2.04) (2.51) (2.53) (2.37)

Count
( j )
t−4|t -0.003 -0.0035 -0.0025 -0.0019 -0.0015

(-4.42 (-4.67) (-5.57) (-4.41) (-3.91)

Adj. R2 10.66% 0.69% 2.55% 3.39% 3.20%

1 This table reports parameters estimates, test statistic (in parenthesis under

estimate) and adjusted R2 of the regression model in (10), with AT
( j )
t+1|t+τ

taking place of Y
( j )
t+1|t+τ. The main control variables can be found in Ta-

ble 4.
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of beta, inclusion of sentiment measure as control

variable in regression (10), and an alternative state-

of-art word embedding apporach, the Word2Vec. This

section gives a cavalier preview of our planned work.

4.1. Alternative estimator of beta

We would like to check whether the conclusions

drawn in the last section are robust to choice of es-

timator of beta. In their robustness check, Patton

and Verardo (2012) consider both realized beta con-

structed with prices sampled every five minutes, a

rule-of-thumb for volatility estimation (see e.g. Liu

et al. (2015)), and the estimator proposed by Hayashi

et al. (2005). We shall consider the same estimators,

and in addition we will try the estimator contributed

by Zhang (2011), which by construction can mitigate

market microstructure noises.

4.2. Sentiment

Sentiment analysis of textual data has garnered

considerable attention in the past a few decades.

Many researchers find ties between sentiment of news

articles and market indicators. Chen et al. (2014) find

that sentiment expressed in articles and commen-

taries of the website Seeking Alpha predict both stock

returns and earnings surprises. Zhang et al. (2016)

claim that sentiment generally exerts asymmetric and

attention-specific impact on the market. It is there-

fore important to check if the unusualness and homo-

geneity measures contain incremental information in

addition to sentiment.

We shall build sentiment measure for each stock on

every day and add the average sentiment as control

variable to the regression model (10). Specifically, we

download the dictionary developed by Loughran and

McDonald (2011), which is dedicated to financial ap-

plications, and calculate the fractions of words classi-

fied as having positive and negative connotations re-

spectively10.

10Zhang et al. (2016) remind us the lack of evidence that Loughran
and McDonald’s dictionary dominates the others in financial
applications. We adopt it simply for its arguable dominance in
popularity.

4.3. Article representation: Word2Vec

The TF-IDF representation of articles we use in

the last section is classic, intuitive and easy-to-

implement. In the past a few years, a competing word

embedding method termed Word2Vec, though more

abstract, has gained remarkable popularity among

communities of language processing, which calls

forth our curiousity about robustness of our conclu-

sion to its usage. The Word2Vec method is originally

developed by a team of experts at Google specialized

in natural language processing (Mikolov et al. (2013)).

This method represents every word as a continuous

vector, which has been a well founded practice in the

literature (see Hinton et al. (1986) or E. Rumelhart

et al. (1986)). With this method we take into account

the so-called multiple degrees of similarity between

words (Mikolov et al. (2013)) that not only recognises

similarity of words with different endings, but en-

ables us to go past the syntactic regularities. Once

the words are represented as vectors, we are able to

perform simple algebraic operations on the word vec-

tors to obtain meaningful results. An intuitive exam-

ple is given by Mikolov et al. (2013), where the result

of vector("King")−vector("Man")+vector("Woman") is

close to vector form of the word Queen.

The method takes advantage of neural network

(NN) to produce the final output, which is shown to

surpass N-gram models (see Bengio et al. (2003) and

Mikolov et al. (2011)). In this case the NN only has

one hidden layer between the input and output layer

with user defined projection function in between (see

Fausett et al. (1994) for introduction to NN). Inter-

estingly, the Word2vec is indeed not a single algo-

rithm, but split into two sub-algorithms, which deter-

mine how neural network learns the words represen-

tation. The first sub-algorithm is called Contiguous

Bag-Of-Words (CBOW), in which the network learns

wn , the word at position n, by virtue of its predeces-

sors wn−2 and wn−1 as well as successors wn+1 and

wn+2. The second sub-algorithm, called Skip-Gram,

reverses the process in CBOW, that is, with wn given,

the neural network predicts the surrounding words

(wn−2, wn−1, wn+1, wn+2). The Word2Vec method is

depicted in Figure 3, which we borrow from the origi-

nal paper of Mikolov et al. (2013).

As remarked by Mikolov et al. (2013), both of al-
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Figure 3: Graphical representation of Word2Vec

Note: The flowchart is borrowed from the original paper of Mikolov et al. (2013). It depicts the mechanism

underpinning the two sub-algorithms of Word2Vec, Contiguous Bag-Of-Words (CBOW) and Skip-gram. In

CBOW, the network learns wn , the word at position n, by virtue of its predecessors wn−2 and wn−1 as well

as successors wn+1 and wn+2. Skip-Gram reverses the process in CBOW, that is, with wn given, the neural

network predicts the surrounding words (wn−2, wn−1, wn+1, wn+2).

gorithms are capable of learning word representa-

tions from large data sources, while CBOW is faster

and skip-gram produces better results for words with

lower frequency. For complete details and further ex-

planations, see Goldberg and Levy (2014) or Jurafsky

and Martin (2017).

5. Conclusion

In this report, we summarize our study on how un-

usualness and homogeneity of media coverage im-

pact the stock market. We gauge unusualness with

entropy, following the work of Mamaysky and Glasser-

man (2016) and Calomiris and Mamaysky (2018). On

the other hand, we propose to measure homogeneity

of media coverage by virtue of average cosine similar-

ities of pairs in a (time-varying) pool of articles. We

run regressions on the unusualness and homogeneity

measures to test if they have predictive power for ab-

normal return, realized beta and abnormal turnover.

Over the horizons ranging from one day to four weeks,

neither unusualness nor homogeneity is found to pre-

dict abnormal return or abnormal turnover. On the

other hand, higher unusualness and homogeneity are

found to signal higher risk as measured by realized

beta in relatively longer horizon, say three- to four-

week ahead.

6. Acknowledgement

We gratefully acknowledge Gregor Leban from Jozef

Stefan institute for granting access to EventRegistry.

The research project leading to these results received

funding from the European Union Research and Inno-

vation programme Horizon 2020 under grant agree-

ment No. 675044 (BigDataFinance).

References

Alvarez, I., Barbero, J., and Zofio, J. A panel data

toolbox for matlab. Journal of Statistical Soft-

ware, Articles, 76(6):1–27, 2017. ISSN 1548-7660.

doi: 10.18637/jss.v076.i06. URL https://www.

jstatsoft.org/v076/i06.

Amihud, Y. Illiquidity and stock returns: cross-section

and time-series effects. Journal of financial mar-

kets, 5(1):31–56, 2002.

Antweiler, W. and Frank, M. Z. Is all that talk just

noise? the information content of internet stock

message boards. The Journal of finance, 59(3):1259–

1294, 2004.

13

https://www.jstatsoft.org/v076/i06
https://www.jstatsoft.org/v076/i06


Baker, M. and Wurgler, J. Investor sentiment and the

cross-section of stock returns. The Journal of Fi-

nance, 61(4):1645–1680, 2006.

Barndorff-Nielsen, O. E. and Shephard, N. Economet-

ric analysis of realized covariation: High frequency

based covariance, regression, and correlation in fi-

nancial economics. Econometrica, 72(3):885–925,

2004.

Barndorff-Nielsen, O. E., Hansen, P. R., Lunde, A., and

Shephard, N. Realized kernels in practice: Trades

and quotes. The Econometrics Journal, 12(3), 2009.

Bengio, Y., Ducharme, R., Vincent, P., and Jauvin, C.

A neural probabilistic language model. Journal of

machine learning research, 3(Feb):1137–1155, 2003.

Calomiris, C. W. and Mamaysky, H. How news and

its context drive risk and returns around the world.

Working Paper, 2018.

Chen, H., De, P., Hu, Y. J., and Hwang, B.-H. Wisdom

of crowds: The value of stock opinions transmit-

ted through social media. The Review of Financial

Studies, 27(5):1367–1403, 2014.

Christiansen, C., Eriksen, J. N., and Møller, S. V. Fore-

casting us recessions: The role of sentiment. Jour-

nal of Banking & Finance, 49:459–468, 2014.

Corsi, F. A simple approximate long-memory model of

realized volatility. Journal of Financial Economet-

rics, 7(2):174–196, 2009.

Das, S. R. and Chen, M. Y. Yahoo! for amazon: Senti-

ment extraction from small talk on the web. Man-

agement science, 53(9):1375–1388, 2007.

E. Rumelhart, D., E. Hinton, G., and J. Williams, R.

Learning representations by back propagating er-

rors. 323:533–536, 10 1986.

Engle, R. F., Hansen, M., Lunde, A., et al. And now, the

rest of the news: Volatility and firm specific news

arrival. Working Paper, CREATES, 2011.

Epps, T. W. Comovements in stock prices in the very

short run. Journal of the American Statistical Asso-

ciation, 74(366a):291–298, 1979.

Fausett, L. V. et al. Fundamentals of neural net-

works: architectures, algorithms, and applications,

volume 3. Prentice-hall Englewood Cliffs, 1994.

Garciá, D. Sentiment during recessions. The Journal

of Finance, 68(3):1267–1300, 2013.

Goldberg, Y. and Levy, O. word2vec explained:

Deriving mikolov et al.’s negative-sampling

word-embedding method. arXiv preprint

arXiv:1402.3722, 2014.

Hanley, K. W. and Hoberg, G. The information con-

tent of ipo prospectuses. The Review of Financial

Studies, 23(7):2821–2864, 2010.

Hansen, P. R. and Lunde, A. Realized variance and

market microstructure noise. Journal of Business &

Economic Statistics, 24(2):127–161, 2006.

Hayashi, T., Yoshida, N., et al. On covariance estima-

tion of non-synchronously observed diffusion pro-

cesses. Bernoulli, 11(2):359–379, 2005.

Hinton, G. E., McClelland, J. L., Rumelhart, D. E.,

et al. Distributed representations. Parallel dis-

tributed processing: Explorations in the microstruc-

ture of cognition, 1(3):77–109, 1986.

Hoberg, G. and Phillips, G. Product market syner-

gies and competition in mergers and acquisitions:

A text-based analysis. The Review of Financial Stud-

ies, 23(10):3773–3811, 2010.

Jurafsky, D. and Martin, J. H. Speech and language pro-

cessing, Third Edition Draft. 2017.

Kaplanski, G. and Levy, H. Sentiment and stock prices:

The case of aviation disasters. Journal of Financial

Economics, 95(2):174–201, 2010.

Leban, G., Fortuna, B., Brank, J., and Grobelnik, M.

Event registry: learning about world events from

news. In Proceedings of the 23rd International Con-

ference on World Wide Web, pages 107–110. ACM,

2014.

Liu, L. Y., Patton, A. J., and Sheppard, K. Does any-

thing beat 5-minute rv? a comparison of realized

measures across multiple asset classes. Journal of

Econometrics, 187(1):293–311, 2015.

14



Loughran, T. and McDonald, B. When is a liability not

a liability? textual analysis, dictionaries, and 10-ks.

The Journal of Finance, 66(1):35–65, 2011.

Loughran, T. and McDonald, B. Textual analysis in ac-

counting and finance: A survey. Journal of Account-

ing Research, 54(4):1187–1230, 2016.

Mamaysky, H. and Glasserman, P. Does unusual news

forecast market stress? Working paper, 2016.

Mikolov, T., Chen, K., Corrado, G., and Dean, J. Effi-

cient Estimation of Word Representations in Vector

Space. ArXiv e-prints, 2013.

Mikolov, T., Deoras, A., Kombrink, S., Burget, L., and
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Supplementary Appendix

A. Data Pre-processing

A.1. Stock data

For reader’s convenience we elaborate how the raw

high-frequency data downloaded from TAQ are fil-

tered. We follow Barndorff-Nielsen et al. (2009), ex-

cept that we do not implement their rule T4 for filter-

ing out “outliers” (transactions with price distant from

highest bid or lowest ask).

P1. Remove transactions that occur outside the in-

terval 9:30am to 4pm EST.

P2. Remove transactions with zero price.

P3. Keep only transactions that occur in the stock’s

primary listing (see Table 1).

T1. Remove transactions with correction record, that

is, trades with a nonzero correction indicator

CORR.

T2. Remove transactions with abnormal sale condi-

tion, that is, trades where COND has a code other

than ’@’, ’E’ and ’F’.

T3. If multiple transactions have identical times-

tamp, use the median price and sum up the vol-

umes.

A.2. News articles

The python package eventregistry furnishes

tools for retrieving articles from EventRegistry’s

database. The textual data are retrived and sifted fol-

lowing the procedures below.

Retriving articles:

R1. Set ConceptUri to the second column of Table 1.

R2. Set dateStart to 2014-1-1 and dateEnd to 2018-

1-1.

R3. Set SourceGroupUri to EventRegistry’s Busi-

ness/ER’s Top 25.

R4. location and category and set by default.

Sifting articles:

S1. Remove articles marked as duplicated by Even-

tRegistry.

S2. Remove articles not written in English.

B. Unusualness and

Homogeneity Measures

B.1. Entropy

All work in this subsection are done by use of the

NLTK package in python. We follow Mamaysky and

Glasserman (2016) with some modifications. Given a

raw article whose entropy is to be evaluated, we first

extract its main body. We then apply sent_tokenize

to segment text into sentences. Each sentence are

then normalized and tokenized into words through

the procedures below, which mainly consist of re-

moval of “nuisances” such as stop words and reduc-

tion of concrete instances to their common classes

(e.g. date strings to _date_).

E1. All words are converted to the lower case.

E2. Punctuations11 identified with

string.punctuation are removed, except

for % and -. In addition we remove ¿ ande.

E3. Some phrases are converted12 according to Ta-

ble 11.

E4. Strings presented in the second column of Ta-

ble 1 are transformed to references following the

first three steps. For example, Aloca is kept in-

tact, but reference for AT&T becomes ATT since

& gets removed in E2. Phrases comprised of any

of the references followed by any of “company”,

“corporation” or “incorporation” (e.g. Aloca Cor-

poration and Walt Disney Company) are re-

placed by _company_. On the other hand, if

a reference in the table is not followed by any

of “company”, “corporation” and “incorporation”

(e.g. “Microsoft” in “Microsoft announces”), it it-

self is replaced by _company_.

E5. Taking advantage of the python package

datefinder, we locate date strings composed

of year, month and day in sentences and replace

them by _date_. We remark that the date

string can take various formats, but they have to

consist of the three ingredients.

11These include !"#$&'()*+,./:;<=>?@[\]�_`{|}�
12We first download the list of business and finance abbreviations

from the wikipedia (https://en.wikipedia.org/wiki/
List_of_business_and_finance_abbreviations) and
tease out those that we believe are very common and cause no
confusion (viz. the abbreviation does not abbreviate different
phrases). Then we further add a few phrases (e.g. Standard
Poors) to the list.
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E6. We replace all numbers, or numbers postfixed by

bn or tn (billion or trillion), by _n_. In the same

vein we transform percentage, percent and %

to _perc_.

E7. The normalized sentence is passed to

word_tokenize, which breaks the sentence

into single words.

E8. The tokens co, corp, inc and ltd are removed.

E9. Stop words identified by

stopwords.words("english") from

nltk.corpus are removed. We also remove

all tokens formed by a single -. Tokens such as

year-to-year unaffected.

E10. Words are lemmatized by virtue of

lemmatize_sent. Options XXX are set to

True.

The readers are reminded that the procedures can-

not be arbitrarily rearranged. For instance, exchang-

ing E2 and E4 would cause the program to miss out

Johnson & Johnson and AT & T. Our procedures dif-

fer from Mamaysky and Glasserman (2016) mainly in

that our handling of date strings (E5) and lemmati-

zation of words (E10). Admittedly, part of the proce-

dures are not circumspect enough and may introduce

noise. E5, for example, leaves out date strings such as

January 2015, which would become January _n_

after E6. This may be handled by regular expression if

we exhaust all possible combinations of year, month

and date, yet we do not push ourselves to such rigidity

in this paper. Having obtained the “distilled” words, it

remains to apply the ngrams method to generate 3-

and 4-grams. The grams forming the training set are

obtained in the same vein.

Table 11: Converted phrases in computation of entropy

Original Converted

Chief Administrative Officer CAO

Chicago Board Options Exchange CBOE

Chicago Board of Trade CBOT

Collateralized debt obligation CDO

Credit default swap CDS

Chief executive officer CEO

Chief Financial Officer CFO

Chief Information Officer or Chief Investment Officer CIO

Chief Marketing Officer CMO

Chief Operating Officer COO

Consumer Price Index CPI

Chief Security Officer CSO

Chief Technology Officer CTO

Gross Domestic Product GDP

Human Resources HR

International Monetary Fund IMF

Initial Public Offering IPO

London Interbank Offered Rate LIBOR

London International Financial Futures and Options Exchange LIFFE

London Metal Exchange LME

New York Mercantile Exchange NYMEX

New York Stock Exchange NYSE

Securities and Exchange Commission SEC

Standard Poors SNP
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