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1. Introduction
It is in everyone’s interest that financial markets are as efficient as possible and that capital is allocated
where it brings most value-added. Mood and sentiment indexes quantify the state of the market e.g.
optimistic, neutral, or pessimistic, and to what degree. Incorporating sentiment into risk management tools
and trading strategies should help to better identify and prevent capital misallocation.
The aim of this research is to utilise continuous information flows (e.g. social media) to identify financial
market mood and sentiment indexes based on textual data; (ii) to examine their patterns and correlations
to financial markets for different time frequencies e.g. intraday vs daily; (iii) to examine how the patterns
change under the impact of different market and external events; (iv) to construct and test trading
strategies based on sentiment indexes.

2. Background
A traditional approach to sentiment analyses is to ask participants what their expectations are. Since 1987
the AAII1 have published a weekly index constructed from its members’ responses. The Investor Intelligence
(II) sentiment index2 began in the 1950s and measures sentiment by rating financial newsletters as being
bullish (positive) or bearish (negative). Among others, (Fisher and Statman, 2000) have demonstrated the
usefulness of surveys in predicting returns; regression of S&P500 monthly returns on survey indexes was
significant at 1% level. Another approach for gauging sentiment was to look at market metrics: closed-end
fund discounts, new equity issues, insider trading, etc. (Baker and Wurgler, 2007; Lee et al., 1991; Neal and
Wheatley, 1998).
Textual analysis is also used to quantifying sentiment but on a larger scale and in an automated fashion. It
aims to extract relevant but hard to quantify information in the text about author mood. This is done by
using various statistical and machine learning methods.
(Lavrenko et al., 2000) showed that training a Naive Bayes classifier on news articles labelled with the
subsequent direction of the market can produce a profitable trading strategy; simulated trading returned
0.23% per trade on more than 120K trades over a 40 day period. (Mittermayer, 2004) used Support Vector
Machines (SVM) to develop a system that automatically classifies news releases and generates trading
rules; simulated trading with the rules generated a 0.11% return per trade on 2602 trades. (Tetlock et al.,
2008) examined negative sentiment effect found in company specific news articles and using end-of-day
prices demonstrated that a successful trading strategy can be constructed: under zero trading cost
assumption the strategy generated a 23.17% return.
The predictive power of Twitter on the stock market was demonstrated by (Bollen et al., 2011) by
predicting the direction of DJIA price movement with 87% accuracy based on a sentiment index constructed
from tweets. While they tried to capture the sentiment of the market as a whole, (Smailović et al., 2012)
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examined the impact of tweets on the stock price of Apple Inc. and found Granger causality3 for two days in
advance; it is said that X Granger-cause Y if Y can be predicted from lagged values of X and Y. (Mao et al.,
2011) compared Twitter, sentiment surveys, Google search volume and sentiment of news’ headlines and
found that Twitter-based indexes outperform the survey-based ones. In the multiple regression of returns
the coefficients for Twitter-based indexes were significant while those for survey sentiment were not: pvalue for Twitter 0.01 and 0.385 for survey sentiment. (Checkley et al., 2017) examined a commercial
product provided by PsychSignal, which is based on Twitter and StockTwits (both continues sources).
Sentiment Granger caused returns in for 4 out of 5 stocks examined using 20 min. lags, volatility and
volume for all five stocks using 40 min. lags.
To summarize, text analyses has been used to predict markets through equity indexes or specific stocks. It
has been shown that sentiment time-series, constructed from social media and news, can perform better
than traditional surveys. This work aims to build on that and examine the different approaches to
sentiment analyse from textual sources in particular Twitter and StockTwits.

3. Set up
The workflow diagram in Fig. 1 shows the task split into three parts: input, sentiment classifier and
analyses. At this work, only two input sources are considered: Twitter and StockTwits. The two platforms
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are similar as both are designed for short messages. The main difference is that StockTwits is only for
financial market-related messages. These sources were chosen because of the volume of messages
produced, allowing creation of fine-grained indexes which is not always possible from sparser sources such
as news articles or company press releases. Both social media sites provide an API for real-time access to
their messages and have a framework for marking a message as being relevant for a stock called cash-tags,
which works by using a dollar sign in from of the ticker e.g. $IBM. Although using cash-tags is valuable for
retrieving only relevant tweets, few tweets contain cash-tags and this framework is only used for stocks
trading in the US.

4. Lexicon extraction
This section examines lexicon extraction from labelled messages. StockTwits kindly provided messages
posted on their platform from June 2010 to December 2015. Users have the ability to specify if the
messages is bullish (positive) or bearish (negative) when posting. The 17% (∼ 6 million) of messages when
authors did mark the polarity make up the dataset that is used.

4.1.

Methods

Two methodologies were examined: one based on (Oliveira et al., 2016) and the other on (Renault, 2017).
Both of these papers use StockTwits messages. Oliveira’s used messages from June 2010 to March 2013
and Renault between June 2013 and April 2015. Both time frames are covered by our dataset and thus it
should be possible to replicate their results and use them as benchmarks for lexicon development.
Data preparation was done with Python and NLP related task such as part of speech tagging,
lemmatization, tokenization were performed with the Spacy4 package. The main difference in preprocessing between the two methodologies are showed in Table 1.
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Table 1: Preprocessing differences.

4.2.

Scoring

The biggest difference between the two methods is how the score for each token is determined. Renault’s
method used a single list of tokens that is scored by
𝑆(𝑡) =

𝑛_𝑝𝑜𝑠 − 𝑛_𝑛𝑒𝑔
,
𝑛_𝑝𝑜𝑠 + 𝑛_𝑛𝑒𝑔

where 𝑆(𝑡) is the sentiment score for term 𝑡, 𝑛_𝑝𝑜𝑠 is the number of times term 𝑡 appears in positive
messages and 𝑛_𝑛𝑒𝑔 is the number of times it appears in negative messages.
Oliveira’s method is more complicated. From each message positive, negative and general context is
derived. Then for every token a score from the negative and the positive contexts are calculated, the
general score is used when there is insufficient messages for negative or positive. The sentiment score
consists of three parts: the initial sentiment score 𝑆 (𝑡) based on pairwise mutual information (PMI) and
two adjustments statistics: 𝑃
for consistency and 𝑀
that adjusts the score based on how often a
term is adjoined to diminishers (dive, sink, slide, etc.) and intensifiers (clime, up, raised, etc.). The final
(𝑡) × 𝑀
(𝑡) for each context.
score is calculated by 𝑃𝑀𝐼 (𝑡) = 𝑆 (𝑡) × 𝑃
𝑆

(𝑡) = 𝑃𝑀𝐼(𝑡, 𝑝𝑜𝑠) − 𝑃𝑀𝐼(𝑡, 𝑛𝑒𝑔),
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𝑃𝑀𝐼(𝑥, 𝑦) = 𝑙𝑜𝑔

𝑝(𝑥, 𝑦)
,
𝑝(𝑥)𝑝(𝑦)

where:
𝑆

(𝑡) - sentiment score for term 𝑡,

𝑛𝑒𝑔 - all negative messages,
𝑝𝑜𝑠 - all positive messages,
𝑝(𝑥, 𝑦) - probability that x and y occurs in the corpus,
𝑝(𝑥) - probability of x occurring in the corpus.
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𝑁
(𝑡) + 𝑁

(𝑡)
(𝑡) ×

𝑇
𝑇

(𝑡)
(𝑡) ×

𝑇
𝑇

+ 0.5,

𝑖𝑓 𝑡 𝑖𝑠 𝑏𝑢𝑙𝑙𝑖𝑠ℎ

+ 0.5, 𝑖𝑓 𝑡 𝑖𝑠 𝑏𝑒𝑎𝑟𝑖𝑠ℎ

where:
𝑁

(𝑡) - number of times the term 𝑡 occurs adjoined to intensifieres,

𝑁

(𝑡) - number of times the term 𝑡 occurs adjoined to diminishers,

𝑇

- the sum of all 𝑁

𝑇

(𝑡)

- the sum of all 𝑁

(𝑡)

(𝑡) is the percentage of days that the sentiment of term 𝑡 is the same as the majority of messages
𝑃
mentioning it on that day. The number of messages for the bearish class is adjusted by 𝑉 = 𝑁 ⁄𝑁
factor to reduce bias of the majority class i.e. bullish.

4.3.

Results

Both papers also publish their lexicons, but they are dependent on the pre-processing methodology. The
POS tagger and the tokenizer are the main sources of differences but the pre-processing involves many
other small steps that are at the discretion of the implementer. Thus public and replicated methods are
tested, all testing is done using a training/testing (75%/25%) split.
For evaluation the following metrics are used: 𝐶𝐶– % of correctly classified messages, 𝐶𝐶
– % of
correctly classified bearish messages, 𝐶𝐶
– % of correctly classified bullish messages, 𝑈𝑛𝑐 – unclassified
messages, the message does not contain lexicon items, 𝑃
– precision for bullish messages, 𝑅
– recall
for bullish messages, 𝑃
– precision for bearish messages, 𝑅
– recall for bullish messages, 𝐹1
–
harmonic mean of 𝑃
and 𝑅 , 𝐹1
– harmonic mean of 𝑃
and 𝑅
, 𝐹1
– average of 𝐹1
and 𝐹1
.
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The results when using the publicly available lexicons (Table 3) are worse when compared to published
results (Table 2) and to replicated lexicons (Table 4). The difference can be attributed to the difference in
implementation specifically the tokenizer and the tagger.
Table 2: Results from Oliveira et al. (2016) and Renault (2017). Renault published two lexicons: L1 and L2.
The first is the result of their learned lexicon and the second one is expert adjusted smaller version.

Table 3: Test results for publicly available L1, L2 and SML.

Table 4: Replicated lexicons on the full dataset provided by StockTwits. SML is the initial Oliveira lexicon
using PMI, SMLdays is the lexicon only with the Pdays adjustment, SMLassocs is the lexicon with only the Massoc
adjustment for association with diminishers and intensiers, and the SMLall lexicon is the initial lexicon with
both adjustments. L1 is the Renault lexicon.

Only the text part of the messages is considered and many of them contain links to external resources such
as charts, articles, announcements, etc. Such messages may contain too little textual information for them
to be correctly classified. In an extreme case there may be no textual information and the entire message is
made up of tags (cash tags, number tags, link tags). Without analysing the content of the linked material
there is no way to make a smart decision about such messages. Filtering the messages to have no more
than 30% of tag tokens increases the results for Renault lexicon by almost 3% (Table 5).
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Table 5: Classification results are improved the most when the tag ratio is below 30%. Tag ratio is the
number
of tag tokens divided by total number of tokens within a message.

5. Expert-defined lexicons
In the previous section a lexicon has been learned from pre-labelled messages, in this section it will be
compared to an expert defined lexicon. Their correlations to the financial markets will be examined.
Profile of Mood States (POMS) is a 65 word lexicon designed as a psychological questionnaire. People rank
adjectives on a scale from 1 to 5; then the words are grouped into six categories (tension, depression,
anger, vigour, fatigue, confusion) and the cumulative score for the group represent the intensity of that
mood. For Twitter/StockTwits analyses, the presence of an emotional adjective in a message is counted as
an expression of the mood. To increase the frequency of matching words the original POMS has been
extended by using WordNet5 and thesaurus.com (Pepe and Bollen, 2008). This approach produces a sixdimensional mood index.
Once the sentiment is extracted for each item it is aggregated into a sentiment index. The ratios are
calculated over a period that matches the financial data e.g. daily. Ratio definitions are as described by
(Oliveira et al., 2017):
𝑏𝑢𝑙𝑙_𝑟𝑎𝑡𝑖𝑜 =

𝑏𝑢𝑙𝑙
,
𝑏𝑢𝑙𝑙 + 𝑏𝑒𝑎𝑟

𝑏𝑒𝑎𝑟_𝑟𝑎𝑡𝑖𝑜 =

𝑏𝑒𝑎𝑟
,
𝑏𝑢𝑙𝑙 + 𝑏𝑒𝑎𝑟

𝑏𝑢𝑙𝑙_𝑖𝑛𝑑𝑒𝑥 =

𝑏𝑢𝑙𝑙 + 1
,
𝑏𝑒𝑎𝑟 + 1

𝑣𝑎𝑟𝑖𝑎𝑡𝑖𝑜𝑛_𝑟𝑎𝑡𝑖𝑜 = 𝑏𝑢𝑙𝑙 − 𝑏𝑒𝑎𝑟,
𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡_𝑟𝑎𝑡𝑖𝑜 = 1 − 1 −
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𝑏𝑢𝑙𝑙 − 𝑏𝑒𝑎𝑟
,
𝑏𝑢𝑙𝑙 + 𝑏𝑒𝑎𝑟

where 𝑏𝑢𝑙𝑙 is the number of bullish messages and 𝑏𝑒𝑎𝑟 is the number of bearish messages.
End-of-day market data is gathered from Yahoo Finance and Reuters Tick History is used for intra-day
prices; the following financial instruments have been considered:


S&P 500 Index (^GSPC) – 500 biggest companies in the USA



Russell 3000 Index (^RUA) – Top 3000 US companies



Russell 2000 Index (^RUT) – Bottom 2000 from Russell 3000



Russell 1000 Index (^RUI) – Top 1000 from Russell 3000



NASDAQ Composite (^IXIC) – All stocks on Nasdaq



NASDAQ 100 (^NDX) – Top 100 stocks from Nasdaq Composite

5.1.

Results using Twitter

The public 1% Twitter stream from April 2015 to July 2016 has been used in these tests. Posts were pooled
into daily buckets and matched with end-of-day returns to examine the relationship between market and
sentiment indexes. As seen in Fig. 2 the correlations are low and p-values are high. Using the learned
dictionary produced similar results.

Figure 2: Daily results using POMS-WordNet and filtering for feelings
These results appear to contradict those of (Bollen et al., 2011); this may be due to slightly different
methodologies. Bollen et al. used POMS-bi instead of the POMS-standard used here for experiments. Their
methodology for extending the original words also differs; they checked for word co-occurrence in the Web
1T 5-gram data set created by Google where n-gram frequencies are presented from publicly accessible
webpages in 2006. That lexicon is not publicly available thus it is unknown if results differ only due to these
different methodologies.
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5.2.

Results using StockTwits

Using StockTwist posts from 2015, the learned SML lexicon gives more encouraging results. From Table 6
we see that even when the granularity is increased the relationship between the stock market and
sentiment remains significant, although decreasing.
Table 6: Results for DJIA using the bull index with SML.

While using the POMS lexicon on the same messages also produces some interesting findings. Fig. 3
presents the results for StockTwits scored with POMS; Russell 2000 index shows the highest negative
correlation (-0.22) to the depression index – this could be indicative that smaller companies are more
impacted by investor sentiment. It is also worth noting that the depression correlation is higher than that of
the best SML index.

Figure 3: 15 min. results using POMS-WordNet and StockTwits messages

6. Ongoing work
Further examination is being carried out on the following:
1. Examining machine learning classifiers (Naive Bayes, SVM, etc.) on StockTwits messages and
applying them to Twitter messages. This might give better results as relevant tweets are selected. It
might also make this method applicable to markets other than the US.
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2. Experiment with different features. Use Latent Semantic Analyses (LSA) to extract topic weights
and use them as inputs for regression analyses or market direction forecasts (Gálvez and Gravano,
2017).
3. Examine effects of spam filtering based on tweet-inherent features (Wang et al. 2015).
4. Examine intra-day trading patterns and the effects of external events on them.
5. Combine different sources in the sentiment indexes and to simulate trading strategies.

7. A public financial sentiment index
A version of a sentiment index is created and made publicly available6. The index is presented as an
interactive graph with five levels of graduality (5min, 15min, 30min, hourly, daily); historical values can also
be exported starting from 31/12/2017.
Tweets that mention a ticker of a publicly traded company in the US are gathered using the standard
variant of the Twitter Search API and are used as raw input. A cycle of querying roughly 8000 tickers takes
from 5 to 10 minutes under normal circumstances. Pre-processing and scoring is done with a lexicon that
was extracted from StockTwits messages as described in Section 4. The method based on (Renault 2017)
was chosen as it is less computationally expensive and offered more consistent results.
The code for data gathering and the visual representation is made available through a GitLab repository7.

Figure 4: A screenshot of the publicly available sentiment index.
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